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Abstract 

Over the last few decades, environmental awareness and the international political landscape have 

induced each country to seek a more sustainable growth, so shared mobility and low emission 

transportation initiatives were encouraged. Both coincide in shared bicycle networks, whose diffusion 

rate has shoot up in recent years. Nowadays, almost all major cities have some variant of these systems. 

However, asymmetric usage flows leave the network unbalanced: some stations have an excess of 

bikes, preventing the parking of incoming users, while others do not have enough to meet the demand. 

Typically, one or more vans reposition bikes so that the network returns to a steady state. It is in 

optimizing the route of these vans that consists of the so-called "Bike Rebalancing Problem" (BRP). This 

work evaluated some of the existing formulations to solve the BRP and selected the one considered the 

best fitting for the Lisbon case study, the GIRA network. The chosen MILP formulation has been 

generalized, in order to take into account the different types of vehicles and bicycles, the autonomy of 

each vehicle, the duration of its route and the stations that do not require repositioning but inspection 

actions. Besides, the possibility of temporarily storing bicycles at an intermediate route station has been 

introduced in the model, as to relax the restrictions imposed by the vehicles’ capacity. After studying the 

incorporation of some simple acceleration procedures, the model, solved in a Branch-and-Cut scheme, 

recalculated under an established time-stretch the routes of five case study instances. Comparing the 

results with the routes that were actually performed, a 30% to 75% decrease in the total length has been 

verified for every instance.  

 

Keywords: Bike Sharing Systems; Bike Rebalancing Problem; Repositioning; Optimization; MILP; 

Branch-and-Cut 

.   
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Resumo 

Ao longo das últimas décadas, a consciencialização ambiental e o panorama político internacional 

levaram cada país a procurar um crescimento sustentável. Foram então incentivadas as iniciativas de 

mobilidade partilhada e de meios de transporte de baixas emissões. Ambos coincidem nas redes de 

bicicletas partilhadas, cuja taxa de difusão disparou em anos recentes. Hoje em dia, quase todas as 

grandes cidades têm alguma variante destes sistemas. Porém, fluxos de utilização assimétricos deixam 

a rede desequilibrada: algumas estações têm excesso de bicicletas, impedindo o estacionamento dos 

utilizadores que chegam, e outras não têm suficientes para satisfazer a procura. Tipicamente, uma ou 

mais carrinhas reposicionam as bicicletas de modo a que a rede retome o estado de equilíbrio. É em 

optimizar a rota destas carrinhas que consiste o denominado “Bike Rebalancing Problem” (BRP). Este 

trabalho avaliou algumas das formulações existentes para resolver o BRP e seleccionou aquela que 

considerou melhor se ajustar à rede de Lisboa, a GIRA, o caso de estudo em causa. Foram feitas 

generalizações à formulação MILP escolhida, de modo a que fossem considerados os diferentes tipos 

de veículos e bicicletas, a autonomia de cada veículo e a duração da sua rota e as estações que não 

requerem uma acção de reposicionamento mas sim de inspecção. Além disso, introduziu-se no modelo 

a possibilidade de temporariamente guardar bicicletas numa estação intermédia da rota, como forma 

de contornar as restrições impostas pelos limites de capacidade dos veículos. Após estudar a 

incorporação de alguns simples procedimentos de aceleração do processo, o modelo, resolvido num 

esquema de Branch-and-Cut, recalculou as rotas de cinco datas do caso de estudo e comparou-as com 

aquelas que foram efectivamente decididas, tendo obtido, em tempo útil, diminuições no comprimento 

total da rota entre os 30% e os 75%.  

 

 

Palavras-chave: Bicicletas partilhadas; Bike Rebalancing Problem; Reposicionamento; Otimização; 

MILP; Branch-and-Cut 
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1. Introduction 

 

In recent decades, widespread ambitions for green urbanizations have made Shared Mobility a hot topic. 

Sustained by technological advances, the previously infamous Bike Sharing Systems (BSS) now glint 

as a reliable yet economic solution, and its fast-paced global adoption foresees a long-lasting stay on 

the metropolitan panorama.   

Nonetheless, as users pick up a bike at a station and park it elsewhere, bicycles tend to concentrate on 

particular areas of the city. The bike sharing network enters a state of imbalance that impairs its proper 

functioning and undermines user satisfaction, threatening the system’s successful establishment. 

Operators must, then, reinstate the system’s harmony, and the decision for the best routes to be taken 

is an optimization assignment entitled the Bike Rebalancing Problem (BRP). 

The present work contemplates the nightly BRP at the recently introduced Lisbon BSS, GIRA. Lisbon’s 

peculiar topography and social dynamics result in an easily imbalanced system that, due to contractual 

duties, is to be levelled back under one of the most challenging time stretches encountered. Nightly 

rebalancing takes place when the system is inactive and arranges it for the critical morning period. 

Existing models have been selected, validated and improved according to identified fieldwork 

restrictions. Using operator’s data, real BRP demands have been worked into input for the model, and 

the results were then compared and pored over for better understanding of the model’s limitations by 

means of a sensitivity analysis. 

The sections that follow shall bring a broader view of the context surrounding this problem and its 

significance to the scientific community, as well as a clearer understanding of the challenges tackled on 

the present work and the way they are broken down across this document.  

1.1 Context 

1.1.1 The need for Bike Sharing Systems 

Growing environmental awareness and “green policy” strategies made way for the building of 

appropriate cycling infrastructures, triggering the so-called Micromobility Revolution, already referred to 

as “the fastest technological adoption in history” [1]. Featuring lightweight electric vehicles, Bike Sharing 

Systems (BSS) lead the way and are rapidly making their way into urban lifestyle as a way of 

complementing the traditional transportation choices. 

Even though the concept has been first introduced in 1965, in Amsterdam, theft and security issues kept 

it from sprouting until the turn of the millennium, when key technological improvements – especially the 

introduction of magnetic-striped cards to unlock bikes, used for the first time in Portsmouth University, 

in 1996 – definitely assured the reliability of the solution [2]. Since then, according to Szeto and Shui [3], 

almost 1500 cities worldwide have introduced some sort of bike sharing system, most of which in 
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Europe, China and North America, where BSS have become ordinary reality. Levinson and Krizek 

expressed this tendency in the graph reproduced in Figure 1.  

 

Figure 1: Global growth of Bike Sharing Systems [4]. 

Better understanding of the potential benefits coming from these solutions arises when evoking Maibach 

et al.’s [5] statistic that roughly half of all the car trips performed in some first-world countries, such as 

the UK, Netherlands and the US, are “less than 5 miles” long. Recalling that BSS’s use is most 

appropriate for short-distance travelling – in fact, in urban environment, bicycles are actually the fastest 

transport mode available for trips lasting 2 to 8 minutes [6, 7] – it is safe to assume that a non-residual 

number of car trips, along with its well-known adjoining downsides, will be elapsed with the introduction 

of an appealing BSS for the population.  

Cycling already is widely accepted as a healthy travelling choice for individuals, improving fitness and 

wellbeing. Even though urban cycling comes with associated risks that raise concerns, Otero et al. [8] 

concluded “health benefits overweighed the health risks with a benefit/risk ratio of 19:1”. Figure 2 

presents the results of this study, conducted on different European cities and quantifying the previous 

affirmation by opposing the estimated number of deaths that physical activity prevents to the ones it 

causes.  

When it comes to successful bike sharing communities, cycling’s benefits reach even further: reduced 

air and noise pollution, car traffic congestion, necessary car parking space, economic savings… It is 

therefore no surprise that, in these fruitful cases, BSS are widely popular even amongst those who do 

not make use of them [9].  
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Figure 2: Estimated annual number of deaths caused and prevented, per 100.000 cyclists substituting car trips in 
some European cities [8].     

The real BSS challenge is not, then, convincing people of the benefits of individual or generalized 

cycling, but to be perceived as a reliable and useful [10] solution. In Gothenburg, Nikitas’ poll (Figure 3) 

displayed that only a minority reported having resistance to the activity of cycling for commuting, and 

identified infrastructural issues such as unavailability of stations or unsafe cycling routes as some of the 

most preponderant matters mentioned by the respondents [9]. Although each city represents a complex 

system on its own, Maibach’s [5] communication, marketing and policy suggestions, alongside with 

relevant improvements on the traffic network, could go a long way in encouraging a greater fraction of 

the city’s residents in taking part in the bike sharing community.  

 

Figure 3: Respondent’s given reasons for not making use of Gothenburg’s available BSS [9]. 
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1.1.2 The Bike Rebalancing Problem: safeguarding BSS’s 

reliability 

Public transportation systems are continuously under the scrutiny of the public opinion. However, 

whereas established public transportation services are less likely to disappear as a result of user 

dissatisfaction, BSSs heavily rely on the community’s cooperation and approval.  

Besides, if the BSS in question has been introduced under a set of governmental measures destined to 

promote sustainable development – that pairs economic growth with environmental safeguard –, a 

discredited initiative could be associated to the larger policy and undermine a regional, national or even 

international development strategy that has already seen a significant amount of public resources 

invested into it.  

Nikitas et al.’s [9] findings that non-BSS users are more pleased by the system than its users confirm 

the intuitive idea that, even though it is initially regarded as a positive initiative, recurring BSS 

malfunctioning cripples the community’s favouring judgement. Keeping the Bike Sharing System under 

satisfactory operating conditions is, therefore, a task not to be negligent about. It involves a set of 

necessary actions and this work focuses on one in particular: the Bike Rebalancing Problem. 

Be it a rush-hour commuter eager to mitigate the time-expensive “last-mile problem”, a weary driver or 

a Sunday afternoon leisure wanderer, a BSS user would typically pick up a bike at a station of the 

network and park it at any other after finishing the ride. This, however, assumes an available bicycle at 

the ride origin and an available dock to park at, which may not always be the case. As Raviv et al. [11] 

point out, “persistent unavailability of bicycles and/or lockers engenders distrust among the system’s 

users and could eventually lead them to abandon it.” 

The Bike Rebalancing Problem originates with unbalanced, asymmetric bike flows. It can be temporary, 

consequence of concentrated unidirectional flow such as morning commute, or of permanent cause, like 

a discouraging topographic setting. In later years, the diffusion of electric bikes in the market has 

countered some of this unbalancing and in some cases even opened the BSS door for hilly cities – as 

happened to be the situation in Lisbon, this work’s case study – but the need for bike repositioning is 

still present. 

Chardon et al. [12] sustain that “keeping up with short-term demand, especially at transit hub stations, 

is virtually impossible”, a statement backed up by our case study operator. Not only is it impossible for 

the actual bike replacement to take place at a fast-enough pace, let alone during rush hours, but also 

such repositioning actions trigger massive immediate consumer reaction on the spot. Such phenomena 

are designated by “latent demand”, as it is featured by users who would otherwise take an alternative 

transportation option, and illustrates how BSS are complex systems. A minor amendment may decisively 

disturb apparently unrelated aspects of the network.  

Since dynamic repositioning is harder and costlier to keep up with, operators would rather have the 

system repositioned prior to such frenetic periods. In a well-designed network with a sufficient number 
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of bikes, stations and docks, this is made possible by competent static repositioning, during which the 

system is (nearly) inactive and demand changes are assumed to be negligible [11]. Even if the system 

lacks enough total bikes or slots, solving the Static Bike Rebalancing Problem (SBRP) should reduce 

the amount of effort required when it is yet again active, allowing, then, operators to focus primarily on 

the ever-needed isolated erratic actions. 

Unlike other inventory dilemmas, increasing the total number of bikes on the network would not solve 

the imbalance situation, as the number of free docks would decrease by the same figures the bike 

inventory would increase. The most common solution is the employment of a fleet of vehicles to relocate 

the surplus of bicycles from one station to another one in need.  

Solving the BRP consists of determining optimal vehicle routes and deciding the number of bikes to be 

placed at or retrieved from each station visited. If the solution is to be applied on real-life instances, 

complications arise: “Does the solution violate the vehicles’ capacity restrictions or the contractual 

obligations?”; “Are results obtained in good-enough computational time?”; “What if a bike expected to 

be repositioned is found to be malfunctioning?”; “Are crew members’ constraints being taken into 

account?”. 

Differences amongst BSS constitute additional complication to the problem, too. Some BSS have 

different bike types with different repositioning demands, some have 2-seat bikes, building up more 

space at the repositioning truck, others use a dock-free system... Also, repositioning strategies are not 

all alike: there are numerous cases of BSS providing users with incentives to parallelly take active part 

in the repositioning process – Ghosh and Varakantham [13] even studied the case where users would 

attach a trail to their bikes –, modulating service prices according to system demands to influence users’ 

pickup or parking spot choices or focusing on user dissatisfaction reduction, minimizing total imbalance 

over time (e.g., [3, 14]) rather than vehicle route costs (not applicable to the static situation).  

The strategy adopted for rebalancing the system is not only a matter of cost-efficiency, because different 

BSS strive for different goals. Most BSS are of municipal initiative but are operated by a subcontracted 

agent. While the municipality most likely started the system with a socially beneficial intent in mind, the 

operator’s goal is almost certainly profit maximization, raising disparities in system’s repositioning needs 

and actions taken if the agreed system requirements are not appropriate. Chardon et al. [12] summed 

up this idea in Figure 4: if municipalities do not specify which trips to facilitate over others by means of 

system level agreements (SLA), operators will likely choose the most profitable option, rebalancing the 

system with penalty minimization in mind [11], which will eventually force a reduction in total number of 

trips and subsequent generalized user dissatisfaction. 
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Figure 4: Rebalancing goals are likely to satisfy only two out of the following three goals: system level agreements 
(SLA), total number of trips and total profit made [12]. 

 

The given example is transit hub stations, i.e., stations where passengers exchange vehicles. 

Rebalancing these stations takes on a significant proportion of BSS resources for the benefit of relatively 

few, as its users are amongst the most demanding and the rebalancing covers only a small area of the 

total network. However, given the concentration of trips expected, it may become a cost-effective option 

that a profit-seeking operator will take, intentionally ignoring the demands from other dispersed stations. 

In the end, the municipality eager to promote a modal transportation shift will find the increase in bike 

usage is very spatially concentrated and deems the global network investment unrewarding. 

Martens [15] suggests a solution for this specific case, based on observations of the Dutch bike use 

habits. Since transportation hub BSS users are mainly schedule-restricted commuters, many would 

probably be receptive to taking their individual bikes to the station, thus avoiding the risk of not finding 

an available dock or bicycle. By assuring safe parking spots, the municipality would simultaneously 

encourage cycling over car usage and save the resources necessary to guarantee the demanding bike 

rebalancing in those stations. This is, indeed, a solution widely adopted in the Netherlands, a country 

with an established cycling culture. Figure 5 displays the Delft Central Station’s newly built (2015) bike 

parking facility that encourages cycling for commuting.  
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Figure 5: The 2015 Delft central station bicycle parking facility [16]. 

 

Other adopted solutions found in the literature, this time oriented to the SBRP and the constraints found 

in this work, are addressed in the following Chapter 2.  

 

 

1.2 Research objectives and methodology 

 

The dissertation at hands aims to develop a decision model that minimizes the total route costs of 

repositioning trucks during the Bike Sharing System inactivity period, while attending to limiting 

complexities found on the fieldwork. These complications have been identified through contacts with the 

GIRA operators, municipal EMEL and subcontracted Siemens, and include: 

• Limited number of vehicles, each with respective maximum capacity and maximum route length 

restrictions; 

• Distinction of the bike types, namely Electric, Conventional and Defective, during repositioning 

actions; 

• The requirement for periodic inspection actions on stations and bikes, possibly during 

repositioning periods. 

Also, potential for the introduction of a “temporary storage” vertex in the network has been noticed, as 

it would mitigate some of the frequent vehicle capacity constraints.  

The aforementioned topics have been translated into mathematical constraints and integrated in the 

elected best fitting of Dell’Amico et al.’s formulations [17] for multiple-capacitated-vehicle SBRPs, that 

also bank on previous Vehicle Routing Problem and Travelling Salesman Problem models.  

https://bicycledutch.files.wordpress.com/2015/05/parking-delft.jpg
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This final formulation has been adapted into a Mixed Integer Linear Programming model and solved for 

the GIRA case study on a commercially available software, whose outputs were then delved into for 

better understanding of its performance and limitations.  

 

1.3 Dissertation outline 

 

The present document is structured in seven distinct chapters. 

Chapter 1 outlines the social and technical frames of the problem that this dissertation addresses, in 

order to contextualize the reader and stress the relevance of the efforts that are to be described in the 

chapters that follow. Then, the research objectives and methodology employed are stated and the 

document’s structure is sketched.   

Chapter 2 is also a contextualizing chapter, but on a technical point of view. Some general concepts 

subjacent to the understanding of an integer programming optimization process are presented. Relevant 

scientific papers and documents studied in the course of this dissertation are summarized in the “State 

of the Art” section, with emphasis laid on the approaches to issues like the ones presented in the 

objective’s section. This allows for a clear identification of the research gaps and opportunities on the 

topic. 

 

In Chapter 3, the preference for the used solver software is explained in a brief description of its and its 

competitions’ characteristics, followed by the presentation of the work this dissertation builds upon – 

four different formulations extensively tested on real instances – and its implementation on the Mosel 

language. The results presented by each are compared and the formulation that is believed to better fit 

the present work is picked out. 

A detailed description of the case study is the subject of Chapter 4, so that the model adaptations 

proposed in Chapter 5 are clearly understood. The influence of each adaptation is tested on randomly 

generated data sets and compared to the original one, and only the ones that are considered overall 

beneficial are implemented in the final model.   

After “mining” the data provided by the GIRA operators, it was used as an input for the final model, and 

the results are displayed and analysed in Chapter 6. A balance between the best feasible solution found 

and the computational time required is sought, so tuning procedures were introduced to fit the time 

frame imposed. The model’s final results are compared to the case study instances’ vehicle routes. 

 

The final chapter judges whether the initial objectives have been accomplished or not, and to what 

extent. The contributions and limitations of the model are summarized as to evaluate its applicability, 

and, to conclude, further research options and improvement paths are pointed out. 
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2. Theoretical background and State of the Art 

 

2.1 Theoretical Background 

2.1.1 Mixed Integer Linear Programming  

The problem this work addresses belongs to the class of optimization problems referred to as Mixed 

Integer Linear Programming (MILP). By definition, at least one of the variables involved in these 

problems is required to be integer, whereas, usually, the objective function is linear and constraints are 

presented in the form of linear inequalities. The black vertical lines of Figure 6 represent a set of possible 

solutions to one such problem. 

 

Figure 6: A mixed integer solution set [18]. 

The foundation stone of Integer Programming (IP) was set by Ralph Gomory [19] in 1958, as he 

generalized the simplex method, initially developed by Dantzig [20] in 1951 for solving linear functions 

subject to linear inequalities, to provide a finite algorithm for the integer constrained case. In particular, 

Gomory showed how it could be used to successively generate inequalities that would be violated by 

the current linear program’s optimal solution while remaining valid for all solutions satisfying the 

integrality constraints [18]. The new inequalities were called cuts and soon became a popular object of 

study, for their promising results on enhancing the then embryonic computational tools applied on 

decision and combinatory problems. Later, in his 1960 article [21], Gomory extended his algorithm to 

allow for some of the decision variables to be linear, thus originating Mixed Integer Linear Programming. 

As Balinski referred in his extensive 1965 article [22], “the remarkable mathematical fact is that these 

algorithms converge to an optimal solution with the required integer property in a finite number of steps 

if such a solution exists.” The author then lists several possible applications of the said algorithms, 

essentially of combinatorial nature, and sets apart two specialized categories: covering problems, that 

can be explained in terms of graphs, and location problems.  
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Indeed, integrality requirements fit many practical applications. Indivisible variables can only be 

represented by integer quantities – one cannot, for instance, decide to build 2.7 fire stations or conclude 

that signing 4.6 employees will lead to the most profitable situation. Also, binary decision variables are 

frequently adjoined to decisions being pondered. In this work’s case study model, for example, the binary 

decision variable xi,j indicates whether a vehicle travels directly from ith node to the jth  when xi,j = 1, and 

0 otherwise. Such integrality and binary considerations can even be applied to other apparently 

unrelated fields of work. Bixby’s list [23] of early mixed-integer programming successful applications 

included the selection of ships and aircraft to support deployment of military assets, the planning of 

refinery infrastructure investments, the decision of which coal mines should be closed and the re-location 

of European factories. MILP can also be used on production planning dilemmas to maximize total profit 

without exceeding the resources available, or in the improvement of 3D printing speed by minimizing 

the total distance covered by the printing nozzle [24]. 

 

2.1.2 Complexity Theory 

Even though the addition of integer constraints may bring a model closer to these real-life (in)decisions, 

it may also imply an exponential rise in computational time and memory usage when trying to find a 

solution. In the “philosophical digression” of his 1965 paper [25], Jack Edmonds, instead of discussing 

the “existence, convergence, finiteness and so forth” that “one is customarily concerned with”, inquires 

about the possibility of “better-than-finite” algorithms that would only grow “algebraically” with problem 

size. He proceeds to question the possible relationship between problem classes and algorithms’ order 

of difficulty. 

Such reasoning gave birth to the field of computational complexity theory. Hartmanis and Stearns [26] 

proposed a classification scheme for sequences, functions or problems according to their computational 

complexity. This paper also introduced the concept of time complexity to estimate the amount of time it 

takes to run a given algorithm, which is usually assumed to be proportional to the number of elementary 

operations performed in worst-case scenario. A problem of time complexity O(1), for example, needs no 

more than one step to reach the final solution. A day-to-day situation likely to be O(1) would be asking 

a “yes or no” question to another individual. 

A visual representation of different time complexities is given in Figure 7, where the number of 

elementary operations performed, N, is a function of the number of the size of the problem, translated 

in a number of bits n necessary to input. 
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Figure 7: Visual representation of different time complexities [27].  

In the early 1970s, the problem classes of P and NP were defined. A P problem is one that is solvable 

under polynomial time, or that is solved efficiently, which means it takes at most nk steps to solve, for 

any non-negative k [28]. On the other hand, if a problem has no known efficient way of solving it but a 

known solution can be verified under nondeterministic polynomial time it belongs to the class of NP 

problems. Linear programming was initially thought to belong to this latter class, until Khachian’s 

ellipsoid algorithm ran under polynomial time [29] and fueled the discussion of whether or not all 

apparently NP problems are actually P. Evidently, P problems belong to the class of NP problems, but it 

is yet to be proved that it works the other way around – presently one of the prestigious Millennium Prize 

Problems. If positively solved, it would imply that if a problem can be verified “quickly” so can its solution 

be found, a rather unintuitive result whose consequences would reach beyond scientific study areas. 

On the contrary, if P≠NP, some problems are necessarily too complex to be solved under polynomial 

time. These problems are called NP-hard and are so complex that even verifying a known solution may 

take longer than polynomial time (e.g. the best move in a chess game). 

Stephen Cook’s 1971 theorem showed that there is a set of problems such that, if any was to be solvable 

under polynomial time, then so too could all other problems in the class [30]. This class was named NP-

complete and contains the problems that are both NP and NP-hard. One of such problems, Cook 

demonstrated, is the Boolean Satisfiability Problem (SAT), that seeks a combination of truth 

assignments to binary variables in such a way that the function is positively validated.    



 

12 
 

 Figure 8 summarizes the computational complexity notions abovementioned in the form of a Venn 

diagram for both possible results of the P=NP dilemma. The vertical axis indicates relative time 

complexity. 

 

Figure 8: Venn diagram representation of time complexity classes [31]. 

In another foundational paper [32], Richard Karp showed, using Cook’s theorem, that 21 different 

combinatorial and graph computational problems were all NP-complete. Since solving one of those 

would result in solving the remaining, these 21 problems can be seen as one. These ideas were 

represented in the form of a tree scheme by Karp himself, here presented in Figure 9.     

 

Figure 9: Richard Karp's NP-complete problems, derived from Cook’s SAT theorem [32] 

 

2.1.3 Traditional Solution Methods 

An exact method – a method that leads to an optimal solution – for solving a SAT problem is checking 

all possible combinations. This is the so-called “brute force” or “enumeration” approach (see, e.g., [33]) 

and, despite its finiteness and precision, is very non-efficient: it holds a complexity time of O(n!).  
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Ailsa Land and Alison Doig proposed an alternative exact method for reaching solutions to (mixed) 

integer programming models that “is by far the most widely used tool for solving large scale NP-hard 

combinatorial optimization problems” [34]. The method is called Branch-and-Bound and works by 

successively partitioning the linear problem’s feasible region until the optimal solution is found.  

The starting point often is the optimal solution to the linear version of the problem, also called the relaxed 

version, but can be any of its possible solutions. The following step is the choice of an integer-

constrained variable to branch the problem into two, by introducing a ≥ restriction on the value of the 

variable at the root node, rounded the highest closest integer, and a ≤ one on the lowest. For each of 

these subdivisions, the relaxed problem is again solved for the highest objective function value, and the 

process is repeated until all divisions are either solved to optimality, contain contradictory constraints 

(infeasible solution) or are redundant for the problem’s solution. The enumeration tree depicted in Figure 

10 was retrieved from an example problem and will hopefully serve to clarify the method.     

 
Figure 10: Bradley’s Branch-and-Bound tree illustrative example [35]. 

 

The example consists of a two integer-variable maximization problem, whose final solution space is 

represented in Figure 11. Each axis indicates one variable’s value and each line a restriction, so that 

the final solutions are held inside L2, L4, L5 or L6. The root node is indicated as the “optimal continuos 

solution”, reached when decision variables 𝑥1and 𝑥2held the values 2.25 and 3.75, respectively. As 

explained above, one of these variables was chosen (𝑥2) and branched (𝑥2 ≤ 3 ∪ 𝑥2 ≥ 4), dividing the 

solution space into L2 and L1. For each of these spaces, a new “optimal continuous solution” is found 

and established as a new root node, so that the procedure is repeated until the optimal feasible integer 

solution is found. 
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Figure 11: Final solution spaces of Bradley’s example [35]. 

In the example problem, the 3 feasible solutions found led to an objective function 𝑧 of value 37 for L5, 

39 for L2 and 40 for L6. Because it is a maximization problem and no further branching is possible, it is 

safe to affirm that 𝑧 = 40 is the best integer solution to the problem.  

An interesting feature of Branch-and-Bound (BB) schemes is, however, the potential for stopping the 

branching at any node that falls outside the bounds, thus saving the computational time and resources 

necessary to drive it into an integer solution. Since integer restrictions constrain the problem, it can 

safely be affirmed that every feasible solution found will lower-bound (for maximization problems) the 

optimal solution, in the way that the best solution will surely be at least as good as the solution just 

found. On the other hand, an upper bound can be derived from the objective function at the linear-

program optimum of each subdivision. From these observations one deduces that a node outside the 

lower and upper bounds, that may be improved at each step, needs no further development. This is 

called fathoming a branch. In the BB context “fathomed” means, according to Bradley et al. [35], 

“understood enough or already considered”. Summarizing, when getting to a new root node, branching 

becomes redundant if the LP is infeasible (fathoming by infeasibility) or its solution is either integer or 

meets the lower bound (fathoming by integrality and by bounds, respectively). 

Looking at Figure 10, one notices that, reaching L4, 𝑧 ≤ 40
5

9
 . Since the final solution is an integer value, 

𝑧 is bounded to be less than or equal to 40. If the next subdivision evaluated is L6, the solution found 

will be exactly 40, and a search for a better solution inside L4 can be safely discarded.  

Another benefit bounding conveys to BB schemes is the possibility to accept a feasible solution within 

a known optimality gap:  

If, instead of L6, the next solution space verified was to be L5, the integer solution found would have 

been 𝑧 = 37. Because of the restriction 𝑧 ≤ 41, stopping the search and accepting this solution would 

mean an error, i.e., an optimality gap, of no more than 10.810%. 

𝑂𝑝𝑡𝑖𝑚𝑎𝑙𝑖𝑡𝑦 𝑔𝑎𝑝 (%) =
𝑏𝑒𝑠𝑡 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 𝑓𝑜𝑢𝑛𝑑 − 𝑢𝑝𝑝𝑒𝑟 𝑏𝑜𝑢𝑛𝑑

𝑏𝑒𝑠𝑡 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 𝑓𝑜𝑢𝑛𝑑
× 100 

(1) 
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It becomes evident, then, that the total computational time and resources necessary to get to the optimal 

solution are not independent of the lower and upper bounds found. Since Land and Doig presented their 

original BB, the study of the most efficient way to tighten these bounds has been intense. Bounds, on 

its turn, depend on the algorithm deciding which node should be solved next and which of its branches 

should be firstly to be delved into. A number of approaches, such as the best-first, depth-first or breadth-

first searches [34], has been devised and perfected throughout the years, but no universal method 

exists.  

The necessary time for solving these problems to optimality can easily escalate as the number of 

variables increases, and, to get acceptable results in acceptable times, solvers working on real-life 

problems tend to make use of heuristics for accelerating and approximating the process: “For cases 

with hundreds of cities one needs to give up on optimality and use heuristic techniques (…)” [36]. In 

[18], Richard Karp refers that “heuristic algorithms often find near-optimal solutions to NP-hard 

optimization problems”. Still, heuristics do not provide an optimality gap, and therefore cannot assure 

that a found solution is optimal. Besides, if no solution is found, it is unknown whether the cause is the 

failure of the heuristics applied on the given problem or the infeasibility of the problem itself. A common 

strategy is the use of heuristics inside an exact method like Branch-and-Bound, whose bounds are 

commonly tightened using specific knowledge of the problem at hands. Such approach is followed 

throughout the present work. 

 

2.1.4 A Vehicle Routing Problem 

Amongst Karp’s 21 NP-complete problems is the Hamiltonian circuit problem: deciding whether a path 

visiting each vertex of a given graph exactly once (called a Hamiltonian path) exists. This is a version of 

the famous Travelling Salesman Problem (TSP), whose purpose “is to find a routing of a salesman who 

starts from a home location, visits a prescribed set of cities and returns to the original location in such a 

way that the total distance travelled is minimum and each city is visited exactly once” [37]. Guére et al. 

[36] refer that it is a such well-known NP-hard problem that new optimization techniques have its 

efficiency assessed based on its performances on TSP instances. 

The TSP is in itself a special case of the Vehicle Routing Problem (VRP) class. This problem also aims 

to satisfy the demand of each customer while, traditionally, minimizing the vehicles’ routes’ travel cost 

[38]. In the book about the topic, Toth and Vigo [39] refer some important variations.  

The Capacitated VRP considers the constraints imposed by vehicle capacity (Q), such that it is not 

exceeded by vehicle load at any moment. This is such a distinctive trait of the VRPs that is often implicit. 

In fact, if these capacity constraints were relaxed, the CVRP would coincide with the m-TSP, which is 

the TSP’s many-salesmen version [40]. On the other hand, incorporating the m-TSP with time 

constraints would result in the VRP with time windows. Network adaptations can also turn the problem 

into a Multi-Depot VRP. 
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The Bike Rebalancing Problem falls under the scope of another VRP class: the extensive Pickup and 

Delivery Vehicle Routing Problems (PDVRPs). In these problems, the network usually consists of a 

depot and customers that are either pickup nodes or delivery nodes. Still, Berbeglia et al. [41] devised 

a classification scheme for PDVRP variations. Problems are divided according to the number of origins 

and destinations of the commodities (the 1-M-1-PDVRP, for example, refers to problems that deliver a 

commodity to the customers from the depot and return another item in the opposite direction, as 

happens with the distribution of beverages and recollection of empty bottles), the operations performed 

at each vertex (pickup, delivery, both, transshipment…) and the number of vehicles used.  

The goal is, once again, to minimize the total route length while satisfying every customer’s demand, by 

repositioning the commodities in question between them. It is implicit that each vehicle can never carry 

a greater load than its respective capacity. Further variations of the objective function are addressed in 

section 2.2. 

The formulations used for the different VRPs are characterized by Toth and Vigo [39]. These are either 

path-based or arc-based. 

Path-based formulations are a type of Set Partitioning Problem, which divides a given set of vertices. In 

this case, a binary variable is attributed to each possible route. This evidently causes the number of 

variables to grow exponentially with problem size, which is usually balanced by the use of tailored 

column generation schemes, which limit the number of considered variables. Each of these formulations 

is, then, commonly coupled with a respective solution scheme.  

Arc-based formulations associate a binary variable to each arc, to indicate whether it is travelled in the 

final solution or not. A commodity flow arc-based formulation associates, as well, flow variables that 

relate to the load of the vehicle travelling the arc. According to Ordóñez et al. [42], the concept was first 

adapted to CVRPs by Baldacci et al. [43], in 2004, which also considered a “free vehicle space” set of 

variables.  

Additionally, arc-based formulations are divided according to their approach to subtours. While some 

formulations present a polynomial number of subtour elimination constraints, others eliminate subtours 

with a set of constraints that, if no separation procedure is considered, grows exponentially with network 

size. This is the issue addressed in the section that follows. 

 

2.1.5 Subtours 

Subtours are “degenerate tours that are formed between intermediate nodes and not connected to the 

origin” [40]. See Figure 12. These are a consequence of the non-ordered approach to arc-based 

formulations. Adding a time index to each arc variable would then impose chronological continuity in the 

solution and avoid the appearance of subtours in the final solution. The works of Raviv et al. [11] and 

Schuijbroek et al. [44] use this approach. The resulting increase in computational time, however, makes 

this approach inviable for large VRP instances, if not paired with powerful heuristics. Section 5.5 actually 

revolves around this very topic and confirms the weight time indexes lend to solution times.  
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Miller et al. [45] approached subtours with the so-called Miller-Tucker-Zemlin (MTZ) subtour elimination 

constrains (SECs) for the TSP:  

𝑢𝑖 + 𝑢𝑗 − 𝑝𝑥𝑖𝑗  ≤ 𝑝 − 1,    ∀ 2 ≤ 𝑖 ≠ 𝑗 ≤ 𝑛 (2) 

Here, node potentials u are attributed to each node and indicate its corresponding position in the tour, 

which starts at the depot, and 𝑝 indicates the number of nodes that any salesman can visit. A sort of 

chronological indexing is therefore attempted with these constraints. Unfortunately, the 𝑂(𝑛2) introduced 

u variables make, once again, the formulation intractable for larger instances, as Christofides et al.’s 

results [46] indicate.  

Dantzig et al.’s [47] SECs (DFJ) do not introduce any new variable. They are applied to each set of arcs, 

S, in the following manner: 

∑ ∑  𝑥𝑖𝑗  ≤ 
𝑗𝜖𝑉𝑖𝜖𝑉 

|𝑆| − 1,    𝑆 ⊆ 𝑉 \{𝑑𝑒𝑝𝑜𝑡}, 𝑆 ≠  ø    (3) 

These constraints impose continuity because a subtour presents, at most, as many arcs as the number 

of nodes it contains. By ensuring that the number of arcs inside a given set is not bigger than its 

cardinality minus one, at least one node is connected to another outside S, which necessarily breaks 

the subtour. An alternative, equivalent form of (3) that imposes arc connectivity between set S and the 

outside is:  

∑ ∑  𝑥𝑖𝑗  ≥ 
𝑗𝜖𝑆𝑖∉𝑆 

1,    𝑆 ⊆ 𝑉 \{𝑑𝑒𝑝𝑜𝑡}, 𝑆 ≠  ø    (4) 

Both of these sets of constraints are, evidently, as many as the number of possible different arc sets, 

which, as seen before, grows exponentially with network size. For that reason, separation procedures 

determine which sets of arcs violate DFJ SECs and iteratively introduce them into the model.  

Figure 12 presents a solution of a routing problem until optimality is achieved. In the left-most image, an 

optimal solution has been found. This solution, however, comprehends two different subtours, which, by 

definition, are not connected to the depot A1. Subtour A2-A6 is targeted by the separation procedure 

(Guére et al’s [36] implementation only eliminates one of smallest subtours at a time) and eliminated, 

and a new iteration is solved, producing the routes presented in the middle image. New iterations are 

produced until a feasible route, sketched in the right-most picture, is reached. The total length of this 

route is evidently greater than the ones of the previous iterations.  
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Figure 12: Consecutive iterations (from left to right) of a routing problem. Figures retrieved from Guére et al. [36]. 

Other variants of these subtour elimination constraints have been proposed in the literature, but the MTZ 

and DFJ sets are unquestionably the most diffused ones.  

In an introductory letter to a chapter of the book edited by Jünger et al. [18], Richard Karp mentions Jack 

Edmond’s “emphasis on min-max theorems as a tool for fast verification of optimal solutions”. 

Min-max theorems partition a graph’s vertices into two subsets by means of a cut. It has been proven, 

by Ford and Fulkerson [48], that minimum cuts provide the maximum flow over a weighted directed flow 

network. This theorem is often at the base of separation procedures for subtour elimination constraints, 

since it can be turned into a maximization problem itself that is solvable under a finite number of steps.  

In some solution methods for VRPs, a Branch-and-Bound scheme solves an instance to optimality at a 

given iteration and a SEC, determined with the help of a cut, is added to the model. The Branch-and-

Bound then takes the name of Branch-and-Cut, and proceeds in the fashion represented in Figure 12. 

Although a min-cut-based separation procedure was not used in the present work, as described in 

section 3.3, it is still considered that the Branch-and-Cut (BC) is the solution method applied in the 

devised models.  

 

2.2 State of the Art 

The scientific community has not remained idle in face of the recent BSS outburst. Schuijbroek et al. 

[44] identify four research substreams amongst bike sharing literature: strategic design, demand 

analysis, service level analysis, and rebalancing operations. Rebalancing operations usually adopt a 

user-incentivized strategy or make use of a vehicle fleet. This last case is the one addressed in the 

present work, and this section thus refers to recent related works.  

While some studies consider acceptable inventory intervals for each station, exact inventory targets are 

the most common. Such BSS problems are closely related to the 1-PDTSP introduced by Hernández-

Pérez and Salazar-González in 2004 [49]. The 1-PDTSP is a generalization of the classical TSP that 

moves one commodity from pickup customers to delivery customers. It was firstly formulated by means 

of binary variables indicating whether each arc is traversed and non-negative integer variables giving 

the commodity flow on each arc, and solved by a Branch-and-Cut approach. Both the formulation and 

the solution method were refined in posterior works by the same authors [50, 51]. Dell’Amico et al. [17] 

later evaluated the performance of several similar MILP formulations, using the same solution method. 
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Nonetheless, several methods are used in the literature. Bektas, in his overview of formulations and 

solution procedures for the multiple salesmen TSP [40], states that most exact solution methods are 

branch-and-bound derivations but refers how heuristic techniques are the most common, with special 

relevance to Neural-Network-based procedures. Also, it is common to find hybrid approaches that 

complement exact methods with one or more heuristics. The work of Chemla et al. [52] is an example.  

Different strategies for rebalancing the network are also considered through changes in the objective 

function. Raviv et al. [11] claim to have “closed a significant gap in the literature” by minimizing a “bi-

objective” function that takes into account the operating costs, that are proportional to the travelled 

distance, but also user dissatisfaction, in the form of a penalty function that considers station imbalance. 

This approach has soon been followed in subsequent works, such as the one of Forma et al. [53]. Time 

windows are, too, frequently found amongst the terms of objective functions. Crevier et al. [54], for 

instance, chose to minimize total route time, while Kadri et al. [14] minimized the amount of time stations 

are kept in a disequilibrium state. Szeto and Shui’s 2018 work [3] presents an objective function that 

considers both options.   

Previous studies have also been divided according to the different requirements established for the 

present work.  

Few works that consider multiple types of bikes have been found. Li et al. [55] formulated a MIP problem, 

solved by a genetic algorithm and a greedy heuristic, that takes different bikes into account, allowing 

the possibility of some of these types to take the place of others in demand. This work also provides 

loading and unloading instructions at each station. Hernández-Pérez and Salazar-González [56] have 

also generalized the 1-PDTSP to a multiple commodity scenario, in 2014, which was later solved by 

means of a 3-stage heuristic in collaboration with Rodríguez-Martín [57]. On the other hand, Zhang et 

al. [58], in 2018, claimed to be the first to formulate a BRP that considers the need to collect bikes in 

disrepair and its vehicle capacity consequences, which is solved by a discrete particle swarm 

optimization algorithm that incorporates a reduced variable neighbourhood search. Another closely 

related routing problem is the Swapping Problem, introduced by Anily and Hassin in 1992 [59], which 

focuses on finding the shortest route for a single vehicle of capacity one relocating several different 

objects according to each node’s request.  

The possibility to avoid visiting every node has also not been extensively studied in the literature. Ting 

and Liao [60] presented a variation of the classical routing problems called the selective pickup-and-

delivery problem, that relaxes the constraints that imposes all pickup nodes to be visited. The goal is to 

find the shortest route that serves all delivery nodes with commodities collected from selected pickup 

nodes. The study proves this variation of the problem to be NP-hard and proposes a memetic approach, 

based on genetic and local search algorithms. An empirical analysis found the introduced relaxation to 

be “very useful” in the applicable real-world instances, as it to leads to shorter routes. In 2016, Ho and 

Szeto [61] improved Ting and Liao’s solutions using a hybrid heuristic consisting of a greedy randomized 

adaptive search procedure, which inserts one delivery node at a time in a controlled randomized fashion, 

combined with a path relinking heuristic. Influenced by this selective PDP, the abovementioned work by 

Li et al. [55] was introduced in the same year for the BRP case. Finally, in 2017, Schuijbroek et al. [44] 
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have combined the estimation of minimum and maximum service level requirements for each station 

with a routing problem. To lower the necessary computational time, a heuristic algorithm that clusters 

stations according to their demands and geographical disposition is run before the routing problem is 

solved. If a station’s inventory is found to be self-sufficient for the station’s predicted needs, the 

corresponding node may not be visited.  

This formulation of Schuijbroek et al. was inspired by the one developed by Raviv et al. [11] in 2013, 

which features an interesting detail: preemption. Allowing preemption implies that vehicles can 

temporarily drop bikes at intermediate locations for future pickup. Raviv et al. developed an arc indexed 

formulation that limits the total number of visits a station is allowed to have, in order to lower the 

computational time necessary to solve the problem to optimality, and a time-indexed formulation that 

does not require such limitations and is addressed further on. Both are solved by heuristic methods. 

Chemla et al.’s paper [52], also from 2013, allows multiple visits and preemption, as well, and relies on 

theoretically understanding this variation of the problem and possible solving methods. A Branch-and-

Cut approach for the case where the buffer vertexes, i.e. the vertexes that temporarily serve to keep 

bikes that are to be repositioned later, confirmed that initially relaxing the exponentially-many integrality 

constraints provides good lower bounds for the problem. On the other hand, a Tabu search algorithm 

was successfully used to determine upper bounds. In 2015, Salazar-González and Santos-Hernández 

[38] modelled a flow formulation for the 1-PDTSP that allows a finite number of multiple visits to a single 

vertex, be it by split-delivery (satisfying costumer demand in more than one visit) or preemption. Branch-

and-Cut was again the method of choice for solving this problem, and tailored inequalities were 

introduced to strengthen the initial linear programming relaxation. Bulhões et al. [62] also limited the 

number of visits each vertex can receive. The IP formulation of the BRP was implemented under another 

branch-and-cut scheme while an iterated local search metaheuristic performs move evaluation 

procedures. After exhaustively testing the model on both randomly generated and publicly available 

benchmarks and performing a sensitivity analysis, this work concluded that the number of visits is likely 

to decrease as the number of vehicles increases, even though the interest in multiple visits fades away 

for instances whose vehicle capacity is over 20.  

Time restriction can also be an interesting addition to some BRP formulations. As stated above, many 

authors incorporated time into objective functions. This is usually done by incorporating loading and 

unloading times and arc travel duration into a cost matrix (see, e.g., [54, 62]). Raviv et al. [11] bring it a 

step forward with a time-indexed formulation, which allows an unlimited number of visits and vehicle 

synchronization, and consequent between-vehicles transhipments. Besides, it eliminates the need for 

classical subtour elimination constraints (see section 5.5). Schuijbroek et al.’s MIP [44] has also been 

discretized into time steps, with the same advantages. However, such time-indexed formulations take 

longer to compute and lose accuracy due to time discretization, unless a dynamic version of the problem 

is considered, which require live data treatment. The MTZ subtour elimination constraints also act as a 

sort of time index, since an “arrival time” variable is attributed to each node, which is thus ordered 

according to the respective chronological arrival sequence. Kadri et al. [14], for example, consider such 

variables.  
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Table 1 summarizes the main characteristics of the referred works and compares them to the present 

one.  

Table 1: Summary of the mentioned previous works. 

 

The present work is based in Dell’Amico et al.’s 2014 paper [17], as will be clarified in the next chapter. 

Several have been made, resulting in a comprehensive model that better emulates the conditions faced 

by BSS operators.  

It is considered to complement the previous efforts in the sense that it incorporates the mentioned 

characteristics in a single model. Besides, no preceding works that consider electric vehicle autonomy 

when solving the BRP have been found. Taking into account the environmental motivations behind the 

introduction of both BSSs and electric repositioning vehicles, this is considered a relevant addition.   

    

Objective: 
Minimize 

Multiple 
Vehicles  

Multiple 
commodities 

Visit 
every 
node 

Preemption Time consideration Solution method 

Crevier et al., 2007 
[54] 

Total route 
time  

Yes, 
uniform 

fleet 
No Yes 

No, but there 
are multiple 

(inter-
connected) 

depots 

Yes: vehicle docking 
and arc duration times 

3-phase heuristic 
methodology 

Chemla et al., 
2013 [52] 

 Total route 
length 

No No No Yes No 
Branch-and-Cut 
and Tabu search 

Raviv et al., 2013 
[11] 

Penalties and 
operational 

costs  

Yes, 
uniform 

fleet 
No Yes Yes  

Yes: time-indexed 
formulation, 

(un)loading times, 
route duration  

Two-step heuristic 

Ting and Liao, 
2013 [60] 

 Total route 
length 

No No No No No Memetic algorithm 

Dell'Amico et al, 
2014 [17] 

 Total route 
length 

Yes, 
uniform 

fleet 
No Yes No No Branch-and-Cut 

Salazar-González 
and Santos-

Hernández, 2015 
[38] 

 Total route 
length 

No No Yes 
Yes (split-
demand) 

No Branch-and-Cut 

Forma et al., 2015 
[53] 

 Operational 
costs and 
penalties 

Yes, 
uniform 

fleet 
No Yes No Yes: (un)loading times 

3-step math 
heuristic 

Li et al., 2016 [55] 
 Operational 

costs and 
penalties 

No Yes No No No 
Hybrid genetic 

algorithm 

Kadri et al., 2016 
[14] 

 Waiting times 
of stations in 
disequilibrium 

No No Yes No 
Yes: arc duration 

costs and arrival time 
variable  

Branch-and-Bound 

Hernández-Pérez 
et al., 2016 [57] 

 Total route 
length 

No Yes Yes No No 
Hybrid 3-stage 

heuristic 
Ho and Szeto, 

2016 [61] 
 Total route 

length 
No No No No No GRASP and PR 

Schuijbroek et al., 
2017 [44] 

Total route 
time  

Yes, 
uniform 

fleet 
No No Yes 

Yes: time-steps and 
(un)loading times 

Cluster-first route-
second heuristic 

Szeto and Shui, 
2018 [3] 

 User 
dissatisfaction 

and total 
route time 

Yes, 
uniform 

fleet 
No Yes No Yes: route duration 

Bee colony 
algorithm 

Zhang et al., 2018 
[58] 

Total route 
length 

Yes, 
uniform 

fleet 

Yes (bikes in 
disrepair) 

Yes No No DPSO with RVNS  

Bulhões et al., 
2018 [62] 

Total route 
time 

Yes, 
uniform 

fleet 
No Yes 

Yes (limited 
amount of times) 

Yes: (un)loading times 
and route duration 

Branch-and-cut 
combined with ILS 

metaheuristic 

Present work 
Total route 

length 

Yes, non-
uniform 

fleet 
Yes No 

Yes, preemption 
allowed in 1 

vertex 

Yes, route duration 
and (un)loading times 

Branch-and-Cut 
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3. Base model implementation    

In this chapter, the formulation that best fitted the case study is selected, as well as the general method 

and tools to implement it. 

 

A brief overview of the MILP software available is presented in order to provide a better understanding 

of the possible alternatives to implement these models. Then, the base formulations retrieved from 

Dell’Amico et al.’s work [17] are described and its implementation in the chosen software is explained 

in detail. Finally, the formulations are tested on randomly generated instances of different sizes and the 

results are analysed to select the best fitting one. 

 

3.1 Software choice and introduction 

When programming integers, computing time and memory usage is a main obstacle encountered. 

Hence, an adequate software choice is an important step to reach the goals this work has proposed to. 

In the decades between the seminal papers of the IP field and the 1990s there was a steady stream of 

fundamental theoretical work in the areas of combinatorial optimization. Nonetheless, MIP algorithms 

failed to implement the IP contributions developed after the 70s, stagnating in the “then state-of-the art 

implementations of simplex algorithms tightly integrated with LP based branch-and-bound, and 

combined with a wide variety of generally simple, but very effective heuristic techniques to improve the 

overall search” [23]. Mixed-integer programs still continuously improved their speed, but mainly thanks 

to better machines and the improvements in LP algorithms.  

In fact, computers’ increasing performance (with a special remark to the introduction of the IBM personal 

computer in the market, which led to the realization that PCs could be used to develop practical MIP 

and LP codes) not only meant faster problem solving but also allowed for the trying of new methods. 

In 2007, Bixby compared the time efficiency of the 12 versions of the MIP solver software IBM CPLEX 

that had been released since 1988. Figure 13, retrieved from [23], shows the graphical results of this 

effort and an obvious improvement instance stands out: CPLEX 6.5, released in 1998. According to 

Bixby, this massive step has been possible due to the MIP software stagnation in the almost 30 years 

preceding this version, which finally significantly implemented some of the theoretical advances made 

during that time.  

Figure 13: Time efficiency comparison between consecutive CPLEX versions [23]. 

Based on Hans Mittelmann’s benchmarks [63], Bixby mentions similar developments from the part of 

SCIP and FICO Xpress-MP, two other MIP solvers. Such developments allowed for the solving of “non-

trivial real-world MIP instances”. Along with the Gurobi software, first released in 2009, these show up 

as the state-of-the-art solvers in this field, all available at no cost for academic use.  
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Unfortunately, part of Mittelman’s benchmarks have been removed for judicial reasons, including those 

relating to IBM’s and FICO’s software. Still, some of those records have been found at 

(http://plato.asu.edu/talks/) and confirm the statements from above (e.g.     

http://plato.asu.edu/talks/ismp2015.pdf).  

 

 

The software of choice was Xpress-MP (version 4.6.2), a solver designed for large problems that was 

kindly supplied by FICO. It works with a high-level algebraic modelling language that enables the user 

to write linear programming with indexed variables separated from the data arrays stored in an 

accessible file and consequently focusing on the development of the model independently of the 

problem size. In the same environment the model is developed, Xpress-MP allows implementation of 

heuristics and data pre- and post- treatment [36]. This flexibility of the program has been decisive for 

the implementation of all formulations, as shall become evident in the following sections. 

This software makes use of Linear Programming and Branch-and-Bound methods to optimize an 

objective function. As seen in Chapter 2, these methods work on a universal basic principle but each 

software gains its edge by improving its algorithm that decides which node to process and which branch 

to follow (which variable to impose integrality). These decisions influence the development of the lower 

and upper bound curves. Figure 14 shows a graphical output of the program while running. 

Objective function values are represented on the vertical axis, while time (in seconds) is represented on 

the horizontal one. Green squares indicate integer solutions, hence defining the red-lined upper bound. 

Notice that running a minimization problem is the same as solving an inversed maximization one. In this 

case, contrary to classical maximizations introduced in the last chapter, integer solutions define the 

upper bound – if no better solutions are found, the final solution is at least as good as the best found 

until the moment – and LP relaxations on root nodes define the lower bound curve. The global LP 

relaxation is solved in the time before this yellow curve shows in the graph window (around 1 second, 
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for the instance represented in Figure 14). The problem is solved to optimality when the optimality gap 

between the two bounds curves is annulled, graphically represented by the meeting of both curves. 

 

 

Figure 14: Typical Xpress-MP graphical representation of the solution search. 

Because Xpress-Mosel’s algebraic modelling language closely mimics the mathematical notation one 

uses to describe a problem, most of the Mixed Integer Linear Programming models were implemented 

on a relatively intuitive, albeit laborious at times, fashion.  

All models begin with a solver initialization, followed by a declaration section, where decision variables 

are defined and problem domain parameters are stipulated, and a relevant data call. Afterwards, the 

mathematical formulation of the problem is introduced in the form of the objective function and 

associated constraints.  

Variables are optimized so that the introduced constraints are respected. Added constraints are, 

therefore, essential to ensure the quality of the solutions, but caution should be taken when modelling 

optimization problems: if too many or too strict constraints are introduced, the number of solutions found 

decreases and computational time necessary to find the solution tends to increase (slow evolution of 

the upper bound curve). There might even be the case that no feasible solution exists. On the other 

hand, when more than one solution is found, the evaluation criterion is, naturally, the objective function 

that one seeks to minimize or maximize [64].  

Since, in this case, post-processing is necessary for the validation of the solution, a procedure is called 

after the solution is found. The complete code may be consulted in the annexed documentation, 

alongside the formulations followed.  
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3.2 Base model description 

As mentioned on previous chapters, the mathematical formulation for solving the proposed problem was 

based on Dell’Amico et al.’s [17] work, which consisted on developing and testing four different MILP 

formulations to solve the nightly (stationary) BRP with a fleet of vehicles of uniform, limited capacity. 

This work started by testing the four formulations against data provided by the bike sharing system 

established in the Toscanini city of Reggio Emilia and, further on, the procedure was extended to other 

21 real-world BSS. The total number of stations ranged from 13 to 116. Taking into account the virtual 

variation of the fleet’s vehicles’ capacity, this work accomplished a total of 65 real testing instances, 

reaching the conclusion that the designated Formulation 3 – F3 – performed the best in the shortest 

average time of the four. 

Then, using randomly generated data, Dell’Amico et al. definitely concluded their third formulation 

bested the remaining in respect to the total number of instances solved to optimality, while still presenting 

the lowest average gap for the non-optimally solved ones and the lowest total and average 

computational times required. The authors also confirmed the intuitive expectation of an inversed growth 

relation between vehicle capacity and computational time: lowering the vehicles’ capacity results in a 

more constrained problem and a more intricate solution, and thus a higher computational time required.  

For clarification purposes, some results of the paper’s case study BRP are graphically represented in 

Figure 15. 

The objective function is the total distance travelled, and the goal is to minimize it while fulfilling the 

repositioning needs, using as many capacitated vehicle (i.e., each vehicle is constrained by a maximum 

capacity, Q) routes departing from the depot as necessary. Binary decision variable 𝑥𝑖,𝑗   indicates 

whether an arc (𝑖, 𝑗) of the network is travelled in the final solution or not.  

Three cases are considered, all taking place in Reggio Emilia:  

▪ Case (a): each vehicle carries 10 bicycles at most. Three routes departing from the depot 

are necessary to complete the solution that minimizes total route distance, which is of 32.5 

km.  

▪ Case (b): because vehicle capacity was set at 20 bicycles, the optimal solution found was 

23.2 km, divided in two routes. 

▪ Case (c): a single route of capacity 30 and total distance 16.9 km fulfills all the network’s 

rebalancing requirements.  
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Figure 15: Reggio Emilia case study results for Q=10 (a), Q=20 (b) and Q=30 (c) [17]. 

The present work aimed at confirming these tendencies and adapting them to the case study at hands.  

The following subsections introduce the mathematical decision model and the notation used to formulate 

it. 

3.2.1 Indexes  

i,j vertex 

3.2.2 Sets  

V 

A 

M 

set of vertexes i 

set of arcs (i,j) 

set of vehicles 

3.2.3 Parameters  

     C𝑖,𝑗 

     𝑞𝑏,𝑖 

distance between vertex i and vertex j 

demand of bike type b per vertex i  

3.2.4 Constants  

     NV 

     NM 

     NB      

     depot 

     Q 

number of vertexes 

number of vehicles 

number of bike types 

position of the depot vertex in V 

vehicle capacity 



 

27 
 

3.2.5 Decisions Variables  

𝑥𝑖,𝑗    =  {
1  if the arc (i, j) is perfor. med                                                                                                                  

  
0   otherwise                                                                                                                                                  

    

𝑓𝑖,𝑗      =  {
number of bikes carried when travelling arc (𝑖, 𝑗)                                               

  
0   otherwise                                                                                                                     

  

 

3.2.6 Objective function and constraints 

This section describes the models developed and tested by Dell’Amico et al. that have been relevant 

for this work’s conclusion, namely formulation 2 (F2) and 3 (F3). The remaining formulations, F1 and 

F4, were not used but to confirm Dell’Amico et al.’s results, and for that reason are not presented. 

 

Both F2 and F3 start with the following set of equations:  

Equation (5) minimizes objective function, Z, in this case coming in the form of the total distance 

travelled. Constraints (6) and (7) ensure that each node, except for the depot, is visited once and only 

once. Constraint (8) imposes that no more than m vehicles leave the depot, whereas constraint (9) 

imposes that each vehicle leaving the depot returns to the depot. 

This set of constraints will further on be referred to as the formulation core. 

Each formulation is completed with the addition of the following sets of constraints: 

            Minimize:       𝑍 = ∑ ∑  𝑐𝑖,𝑗  𝑥𝑖,𝑗  𝑗𝜖𝑉𝑖𝜖𝑉      (5) 

     Subject to:                

∑  𝑥𝑖,𝑗
𝑖𝜖𝑉 

= 1  ,        𝑗 ∈  𝑉 \{𝑑𝑒𝑝𝑜𝑡}       (6) 

∑  𝑥𝑗,𝑖
𝑖𝜖𝑉 

= 1  ,        𝑗 ∈  𝑉 \{𝑑𝑒𝑝𝑜𝑡}        (7) 

∑  𝑥𝑑𝑒𝑝𝑜𝑡,𝑗
𝑖𝜖𝑉 

≤ 𝑚       (8) 

∑  𝑥𝑑𝑒𝑝𝑜𝑡,𝑗
𝑗∈ 𝑉 \{𝑑𝑒𝑝𝑜𝑡}   

=  ∑  𝑥𝑗,𝑑𝑒𝑝𝑜𝑡
𝑗∈ 𝑉 \{𝑑𝑒𝑝𝑜𝑡}   

      (9) 

𝑥𝑖,𝑗 ∈ {0,1}, 𝑖, 𝑗 ∈ 𝑉       (10) 
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Formulation F2  

𝑓𝑖𝑗 ∈  ℕ, 𝑖, 𝑗 ∈ 𝑉       (11) 

∑ 𝑓𝑗𝑖
𝑖𝜖𝑉 

− ∑ 𝑓𝑖𝑗
𝑖𝜖𝑉 

= 𝑞𝑗  ,        𝑗 ∈  𝑉 \{𝑑𝑒𝑝𝑜𝑡}        (12) 

𝑚𝑎𝑥{0, 𝑞𝑖 , −𝑞𝑗}𝑥𝑖𝑗  ≤ 𝑓𝑖𝑗 ≤ 𝑚𝑖𝑛{𝑄, 𝑄 + 𝑞𝑖, 𝑄 − 𝑞𝑗}𝑥𝑖𝑗  ,    (𝑖, 𝑗) ∈ 𝐴  (13) 

∑ ∑  𝑥𝑖𝑗  ≤ 
𝑗𝜖𝑉𝑖𝜖𝑉 

|𝑆| − 1,    𝑆 ⊆ 𝑉 \{𝑑𝑒𝑝𝑜𝑡}, 𝑆 ≠  ø    (3) 

Formulation F2 guarantees the feasibility of the solution with respect to the capacity constraints and 

rebalancing requirements by making use of an additional decision variable, 𝑓𝑖𝑗 , which represents the 

flow (of bicycles) over arc (i,j). 

Constraints (12) guarantee each node is rebalanced through the flow difference of the arcs entering and 

leaving it. The bounds on 𝑓𝑖𝑗  are tightened thanks to constraints (13), which impose a minimum and 

maximum flow values on each node, based on the demands of i and j, as well as the vehicle’s maximum 

capacity. The flow on each arc must be such that, if the arrival node is lacking bikes, enough bikes travel 

the arc. On the contrary, if the arrival station has an excess of bikes, the vehicle must have enough free 

space to collect them. 

Constraints (3) are the classical DFJ subtour elimination constraints introduced by Dantzig et al. [47]. 

As discussed in Chapter 2, the number of these grows exponentially with problem size, so a separation 

procedure is necessary to decide the set S these should be applied to. Section 3.3 explains the 

separation procedures that were used. 

Formulation 3 

∑ ∑  𝑥𝑖𝑗  ≤ 
𝑗𝜖𝑉𝑖𝜖𝑉 

|𝑆| − {1, ⌈
|∑  𝑞𝑖𝑖𝜖𝑆 |

𝑄
⌉} ,    𝑆 ⊆ 𝑉 \{𝑑𝑒𝑝𝑜𝑡}, 𝑆 ≠  ø 

(14) 

The third formulation presented in the paper consists of the formulation core and constraints (14), which 

are similar to a DFJ SEC but also ensure that the capacity restrictions are respected in each possible 

set S of nodes by forcing as many connections between S and its outsides as the demands of the nodes 

inside S require, taking into account vehicle capacity, Q. Since the number of sets increase exponentially 

with network size, these must also undergo a separation procedure before being added to the model. 

Both separation procedures are explained in the following section. Separation procedure S3 is the one 

used for (3), whereas S4 identifies the violated constraints (14).  
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3.3 Separation procedures 

A separation procedure identifies the sets of nodes onto which SECs are to be applied. Naturally, 

different SECs require different separation procedures. Dell’Amico et al.’s work included 5 separation 

procedures that respect different constraints, but constraints (3) and (14) are the only ones that are 

required for the formulation to be complete.  

In order to understand the importance of each of these sets of constraints, Dell’Amico et al. individually 

supressed each separation procedure on the third formulation and compared the optimality gaps 

obtained for each case. The average values of the results obtained are graphically presented in Figure 

16.  

 

Figure 16: Comparison of the various separation procedures on the full formulation F3 [17]. 

 

F3 appears to be only slightly improved by S1, S2 and S5 and, since these are not an essential part of 

the model, the present work has not implemented them. 

The separation procedure that guarantees capacity constraints are not violated, S4, is of evident 

importance. This result is not unexpected, considering how F3 abdicates of any variable that could 

restrict arc flow. 

While the separation procedures proposed by Dell’Amico et al. are based on min-cut max-flow schemes 

that rely on fractional subtour inequalities, this work has followed the purely-integer scheme suggested 

by Pferschy and Staněk in 2017 [65]. Noticing how modern ILP solvers trivially find the violated 

constraints (in this case, using the Mosel language), fractional solutions are not required in this 

approach, thus avoiding the search for an efficient, elaborate algorithm.  



 

30 
 

3.3.1 Separation procedure S3 

S3 has been programmed in a similar fashion to that suggested by Guére et al. in section 11.5 of their 

“Applications of optimization with Xpress-MP” [36]. This programming scheme follows the purely-integer 

approach, even though it is a previous work.  

The separation procedure finds subtours on which to introduce elimination constraints (3) and re-solves 

the problem with the added constraints, not interrupting this loop until a solution that does not violate 

any constraint is found.  

Making use of Xpress-MP’s features, a procedure is called after an optimal solution has been found. 

The programmed procedure checks if the set of tours that leave and arrive at the depot comprehends 

all vertexes of the network. If not, one of the non-comprehended vertexes is selected to find the one that 

follows, and so on until this initial vertex is again encountered and the cycle is closed. The corresponding 

set of nodes constitutes a subtour.  

Guére et al. [36], noting how smaller non-eliminated combination of arcs are more likely to be found on 

different iterations than a bigger one, opted for the exclusive elimination of the smallest-sized subtour, 

which is enough to impose a new iteration of the program. Pferschy and Staněk [65] discuss the trade-

off between adding many SECs per iteration, resulting in less but longer iterations, due to the increased 

amount of constraints, and few SECs, with opposing effects. While it is mentioned that the overall 

running time is often decreased by excluding every existent subtour at each iteration, emphasis is laid 

on the quality of the subtours found, which is associated with the cardinality (size) of the subtour and its 

length. Evidently, knowing the network, one may abdicate of model generality and look for key subtours. 

Pferschy and Staněk clustered stations into smaller networks and found the most relevant subtours 

inside. Baldacci et al. [43] also a priori generate subsets of nodes with a greedy algorithm. These and 

other acceleration procedures are discussed in section 6.2. 

Finally, Dell’Amico et al. suggest introducing a constraint (14) in the subtour arc sets found with S3. This 

simple heuristic may improve F3’s speed. Hernández-Pérez and Salazar-González [49] also refer the 

usefulness of this implementation. 

3.3.2 Separation procedure S4 

Dell’Amico et al.’s S4 was based on the procedure developed by Hernández-Pérez and Salazar-

González [49] for capacitated undirected (symmetric) graphs, that checks for capacity violations using 

a max-flow approach with dummy source and sink vertexes. If any is found, a cut similar to (14) is added 

to the model, which is then re-solved. This procedure, however, does not provide the number of bicycles 

that should leave the depot at the beginning of the route, which the author considers an important output 

for BSS operators. An alternative procedure is then proposed. 

For every ordered route 𝑅 starting and ending at the depot, the number of bicycle units that a vehicle 

may initially carry from the depot, 𝑓𝑑𝑒𝑝𝑜𝑡𝑗 = ∑ 𝑓𝑑𝑒𝑝𝑜𝑡,𝑗𝑗𝜖𝑉 , lies between a minorant, 𝑚𝑖𝑛𝑜𝑟, and a majorant, 

𝑚𝑎𝑗𝑜𝑟. Evidently, 0 ≤ 𝑓𝑑𝑒𝑝𝑜𝑡𝑗 ≤ 𝑄 is always true. 
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Nonetheless, accounting for the demands of the nodes present inside 𝑅, it is possible to further bound 

𝑤. 

At a given arc (𝑖, 𝑗) 𝜖 𝑅, if the demand of the arrival node, 𝑗, is a negative integer, 𝑗 asks for 𝑞𝑗 bikes to 

be dropped. Therefore, the arc flow must be, at least,  𝑞𝑗, as constraints (13) impose.  

Let the minorant that vertex 𝑗 imposes in 𝑤 be 𝑚𝑗. Thus, 𝑚𝑗 is defined as:   

𝑚𝑗 {
≥ |𝑞𝑗| − ∑ 𝑞𝑘                   

𝑘𝜖𝑅:𝑘<𝑗

, 𝑞𝑗 < 0

= 𝑚𝑗−1                                        , 𝑞𝑗 ≥ 0

 

(15) 

In which 𝑚𝑗 represents the minimum number of bikes the vehicle may leave the depot with, to fulfill the 

demand of node 𝑗. Therefore, the minorant of 𝑅, 𝑚𝑖𝑛𝑜𝑟, is the maximum value 𝑚𝑗 may take. 

On the other hand, 𝑀𝑗 represents the maximum flow with which node 𝑗 constrains the arcs leaving the 

depot. It is defined as:  

𝑀𝑗 {

= 𝑀𝑗−1                                                        , 𝑞𝑗 ≤ 0

≤  𝑄 − ∑ 𝑞𝑘

𝑘𝜖𝑅:𝑘<𝑗

− |𝑞𝑗|         , 𝑞𝑗 > 0 

(16) 

The minimum value of 𝑀𝑗 upper bounds 𝑓𝑑𝑒𝑝𝑜𝑡𝑗, such that 𝑓𝑑𝑒𝑝𝑜𝑡𝑗  𝜖 [𝑚𝑗, 𝑀𝑗]. In Figure 17, an example of 

application of the procedure is illustrated. Vehicle capacity is assumed to be 𝑄 = 6. The demands of 

each node are presented inside parenthesis. 𝐹 is updated after an iteration is ran at each node 𝑗, 

according to the (in)equations presented above, and its interval after each iteration are presented next 

to the respective node.  

 

Figure 17: Illustrative calculation of the number of bicycle units that a vehicle may initially carry from the depot.  
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Using this nomenclature, a path 𝑅 is infeasible with respect to its capacity constraints whenever one of 

the following is violated:  

𝑚𝑗 ≤ 𝑄                                                      (17) 

𝑀𝑗 ≥ 0 (18) 

𝑚𝑗 ≤ 𝑀𝑗 (19) 

Another graphical example, this time displaying an infeasible situation, is presented in Figure 18. 

 

Figure 18: Illustrative example of a constraint (19)’s violation. 

If a violation is verified, a constraint (14) is introduced on the set that includes 𝑗 and the vertexes that 

precede it from the depot. Even though it is not a subtour, if the demands of this set cannot be fulfilled 

by a single trip, introducing (14) imposes that enough arcs leave the set such that a sufficient number 

of trips is performed.  

Once again, adding a single constraint is sufficient to re-solve the problem with a new solution, but the 

remaining vertexes in 𝑅 can still be checked for violations. Moreover, as Dell’Amico et al. refer, these 

violations must also be checked in the opposing direction for the infeasibility check to be complete.  

Having programmed S3 in the abovementioned way, solution routes 𝑅 are already discovered in an 

ordered manner and the implementation of this S4 in Xpress-MP is a straightforward succession of loops 

and if-then conditions that may be consulted in the annexed code.   

Mention should be made to the fact that, even if the possibility of subtours was neglected, F3, because 

of its recurrent reiterations in search of capacity violations, does not provide a valid estimate of the 

optimality gap to the best solution if the latter is unknown, and may require a significant number of 
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iterations to deem infeasible a problem that the remaining formulation “immediately” put aside. This 

characteristic is seen as a disadvantage of the formulation when compared to its pairs. 

Noticing the differences between the original separation procedures and the ones described, one might 

argue that different implementations conduct to different formulation behaviours. While this is likely to 

stand true, it should be noted that S3 has been used in both F2 and F3. On the account for the S4 

separation procedure – the decisive difference between F2 and F3 –, it should be recalled that 

calculating the initial inventory of the repositioning truck performing a given route is a necessary 

computational effort for this case study. 

 

3.4 Base model results and discussion  

This section focuses on selecting a formulation for this work to build upon. 

Dell’Amico et al. have exhaustively tested their formulations on several real BSS and randomly 

generated instances and Figure 19 shows the average performance of each formulation in respect to 

optimality gap and time. The maximum running time allowed was set at 1 hour. Provided that the goal 

of this analysis is comparing relative performances between the formulations, the results have been 

normalized within the range of values of the respective series, so that each column would show the 

performance of the formulation in relation to the remaining adjoined columns. The present work tested 

5 different randomly generated instances of size 14, which are also represented in the figure, by 

triangular data points. 

 

Figure 19: Average relative normalized results obtained from Dell’Amico et al.’s formulations [17]. 

This figure shows that each formulation’s relative results are consistent: F1 always performed the worst, 

F2 and F4 have similar results and F3 indisputably appears as the fastest and the most effective 

formulation of the four.  
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The cause of this superior performance is the fact that F3 solves the problem for a single set of binary 

decision variables, 𝑥𝑖𝑗, while all the remaining formulations present at least another one, and an integer 

one. Recalling the Branch-and-Bound method for solving integer constrained programs, it is noticeable 

how an additional variable, especially if left unbounded, would mean supplementary branching and 

decision variable combinations.  

Yet, having dispensed the use of additional variables, F3 bears the need to call for separation procedure 

S4 in every iteration. The remaining formulations have no such need, for their capacity constraints are 

satisfied with the introduction of the additional variables and the respective inequations. Evidently, in the 

instances tested, the choice for an additional variable such as arc flow would not have been rewarding, 

but one might wonder if F3 really outperforms its pairs when put against a significant increase in network 

size and a reduction in vehicle capacity. 

When filtering through Dell’Amico et al.’s instances the ones that approximate that situation, F3’s 

superiority begins to fade, as can be observed in Figure 20. Instances with a set of, at least, 50 vertexes 

were considered a big network. Schuijbroek et al. [44] mention how their basic IP formulation, for a 

vehicle fleet over two vehicles, finds problems of such size “practically intractable”. Because F1 

performed significantly worse than all other formulations, it has been ruled out as a potential candidate 

and left out of the following analysis. 

Vehicle capacity’s influence has been analysed by considering only the tests bearing the lowest Q out 

of the three instances of each city. Finally, the intersection of both filtered sets has been analysed.  

 

Figure 20: Differently filtered F3 results obtained by Dell’Amico et al. for real BSS instances [17]. 

These figures evaluate the relative superiority of F3 as the problem becomes harder to solve. A bigger 

network poses a harder task for the formulations to solve and the performances tend to even out. Vehicle 
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capacity also proves relevant and it must be noted how relative computational time remains the same 

for F2 and F4 but not for F3, confirming a greater influence of Q on the latter.  

Dell’Amico et al. refer how TSP formulations perform differently for real-world and randomly generated 

data sets [17]. For that reason, their models have tested both. 

When performing an analogous analysis on the random generated data sets, tendencies point in the 

same direction but, since, for this sets of data, 40 ≤ |V| ≤ 60, the effects are not as pronounced and F3 

still appears as the evident best performer. 

 

Figure 21: Differently filtered F3 results obtained by Dell’Amico et al. for randomly generated BSS instances [2]. 

Even though F4 generally performs better than F2 on the random instances, the opposite occurs on the 

real-world data. Since the case study is a real problem, F2 would be the formulation employed, if the 

options available were reduced to those two. Therefore, the analysis that follows no longer comprehends 

F4 tests. 

In order to further assess the influence of vehicle capacity on F2 and F3, other cost matrixes have been 

randomly generated. The same cost matrixes have been used in instances with a high value of 

rebalancing demands (at least one node has an absolute demand as big as the repositioning trucks’ 

capacity, set at 15 bikes) and with a low value of rebalancing demands (maximum absolute demand 

was set to 8). A similar study was done in Bulhões et al.’s work [62] 

Figure 22 presents the results of this test. Other instances of size 80 have been put to test, but none of 

the models managed to solve any of those to optimality under 3600 seconds of computational time. 

Since, as mentioned in the previous section, F3 is unable to provide an optimality gap in this situation, 

presenting the results of such test instances is redundant.  

Apparently, the implementation choices of the separation procedures have decisively influenced F3’s 

performance over F2’s when dealing with medium-sized instances. Recalling the tendencies observed 
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before, if the problem’s size was to grow even further and the vehicle capacity was to constrain solutions 

even more, tendency shows that F3 would lag behind F2. 

 

Figure 22: F2's and F3's results on low and high demand randomly generated instances of size 50. 

As mentioned in the previous sections, the difference between F2 and F3 lies in the latter’s 

abandonment of an arc flow variable and its constraints and the adoption of capacity feasibility 

constraints that require a separation procedure. The influence of this S4 is expressed on Dell’Amico et 

al.’s Table 6 [17], containing the gaps of each formulation when a separation procedure is suppressed. 

The data for the separation procedures that were implemented, S3 and S4, has been filtered in the 

same fashion as above. Figure 23 shows the average results of the optimality gap for each set of 

instances. 

 

Figure 23: Average optimality gaps when supressing S3 and S4 for solving different sets of filtered instances [17]. 
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These results confirm the thesis that F3 performs worse on bigger networks and with tight capacity 

restrictions. F3, as seen on the previous section, heavily relies on S4, and S4 significantly varies with 

these conditions, contrary to the separation procedure S3 that every formulation makes use of. 

It is not that F3 is not the best formulation: F3 is the undisputed best formulation when solving smaller-

sized problems, whether real or not, as Dell’Amico et al. thoroughly demonstrated. The implicit design 

of the formulation, however, makes it ill-suited for the case study that is to be presented ahead. Albeit 

the fastest formulation per iteration, F3’s numerous calls for separation procedure S4, motivated by the 

many possible combinations that a large network offers, would apparently outweigh this advantage. With 

a larger grid and more evident capacity restrictions, F3 is likely to run S4 more often than it has when 

confronted with most of the paper’s instances and tendency shows that it would definitely lag behind F2. 

The GIRA study case, poses, precisely, a relatively big – and increasing – network and bike inventory, 

as well as low capacity repositioning vehicles. As seen, F2 is expected to respond better than F3 under 

these circumstances. The greater reliability of F2’s optimality gap estimation is also to be considered, 

because greater networks pose a bigger risk of not reaching an optimal solution under an established 

time stretch and optimality gap thresholds are a useful stop criterion for those situations. F3’s struggle 

to identify the infeasibility of an instance has also been decisive. Finally, an arc flow variable is very 

compatible with the additional constraints that are to be introduced into the model, which may explain 

the popularity of arc flow formulations in the literature (see, e.g., Schuijbroek et al. [44]). For these 

reasons, F2 has been the chosen formulation to adapt and test the case study data. 

Finally, having acknowledged the importance of vehicle capacity, Q, to the BRP, this work studies the 

effects of this variable on the chosen formulation has been conducted. Using a random network of size 

30, generated with Matlab, Q was varied from the minimum allowed to fulfil the randomly generated 

demand requirements, 31, to Q=10000, and the necessary time, the best solution and the number of 

routes the solution involved were recorded. Figure 24 displays the results obtained.  

After the best possible travelling cost is achieved, total running time finds a local minimum and results 

indicate it is no longer significantly influenced by Q. These stagnated data points were then left out of 

Figure 24, allowing a better insight into the ones in display. 

As expected, higher vehicle capacity allows for less constrained routes, resulting in less vehicles 

involved in the rebalancing process and shorter total distances travelled. Running time, however, 

displays a dependence of Q that is far from linear. In fact, it spikes in the proximity of potential final 

solution improvements.  

The author attributes this behaviour to the influence of Q on the constraints (13), limiting the arc flow. A 

Branch-and-Bound deems a solution optimal when the upper bounds and the lower bounds meet. 

Increasing Q untightens (13), which introduces further combinatorial possibilities and slows down the 

progress of the lower bound. Furthermore, more integer solutions available mean a potential decrease 

of the upper bound. However, since BB fathoms branches, finding a “good” solution automatically 

reduces the set of combinations to be checked and, if enough “good” solutions are available, both 
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bounds can meet faster. When approaching a Q such that an improvement of the objective function is 

possible, “good” solutions are not abundant, and it takes a longer time to prove a solution is optimal. 

 

 

Figure 24: Influence of vehicle capacity on F2's performance 
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4. GIRA case study characterization 

GIRA is the municipal BSS acting in Lisbon. It has been introduced in 2017 after the city’s investment in 

an extensive cycling network and contributes to “reaching the goals of the Europe 2020 strategy for 

smart, sustainable and inclusive growth” [66], which include a 20% reduction in greenhouse gas 

emissions in relation to those verified in 1990. For that reason, the system is more than an alternative 

transportation choice and its performance in the view of the citizens, in which a competent network 

rebalancing plays an important role, is crucial for its acceptance in this relatively early life stage. 

The present chapter characterizes the network and the operator, so that the motives behind the model 

adaptations introduced in the chapter that follows are fully understandable.  

The system data presented has been supplied by the responsible BSS authority and respects the 

months of January and February of the present year. At the time, February had been the month with the 

greatest number of total trips in the network. 

 

4.1 Geographical distribution of the network and flow 

intensity 

The system presently counts 74 stations within a 10 km radius from the city centre but is planned to hold 

up to 140 in a near future. With such figures, Lisbon’s BSS shall rank amongst the largest networks in 

Europe – larger than any of the 22 instances tested by Dell’Amico et al. [17]. Baldacci et al.’s [43] 2004 

mention of a 1995 Branch-and-Cut resolution of a 135-customer problem [67] that was still, at the time, 

the largest CVRP ever solved, also serves as a reference. 

Figure 25 displays the stations’ distribution throughout the city.  

Each station has a different number of docks and contractually stipulated repositioning requirements,  

according to its demand expectations [68].  

Stations are divided into four different zones, which respectively provide the first numerical character to 

each station’s assigned number.  

Zone 1 is located on the periphery of the map, northeast of the city centre. It is a plain area and can be 

seen as an “island” inside the network, since the direct access routes into and from it are not suited for 

bicycle traffic and discourage users to take such journeys by bike. On the other hand, it is the zone of 

easiest access for repositioning vehicles leaving the depot.  

Zone 2 is located downtown, close to the shore. It is the zone tourists use the most and is expected to 

grow along the shoreline. It is a plain area but is surrounded by hills, so that it is easier to reach these 

stations by bike than it is to move to a different zone.  
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Figure 25: Geographic distribution of the network. 

The third zone connects Zone 2 to Zone 4. It stretches along one of the city’s most emblematic main 

avenues, Avenida da Liberdade. Another main city avenue, Av. Almirante Reis, is also planned to 

integrate this zone. Both of these roads have a characteristic slope, which influences the use of the 

system on Zone 3.  

Finally, Zone 4 is a plain area. It is the largest and most active part of the system and the one with the 

biggest station concentration. This area comprehends habitational, recreational and work environments, 
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and therefore there is a large daily user flux inside it. Besides, it includes several major transportation 

hub stations at which arrive and depart many commuters from outside the city. As explained in the 

introductory chapter, these users are the most demanding for adequate rebalancing. Zone 4 is, then, 

the epicentre of the whole system and the top rebalancing priority. 

The total departures and arrivals at each station can be found in the annexed Figure 56 and Figure 57, 

respectively. These figures and the ones exposed next respect the sum of the 2-month data available in 

order to generalize the global flow tendencies of the network. It should be recalled, however, that the 

repositioning actions performed condition the number of departures and arrivals, such that there is no 

data indicating whether the usage patterns of each station would change if the repositioning ones did. 

Figure 26 displays the trips that have been conducted more than three times a day, on average. Trip 

direction is indicated by an arrow next to the arrival station. The width of each line is proportional to the 

average number of trips per day. Higher colour intensity is a consequence of arc overlapping, as a way 

of implying the most commonly travelled paths. The most travelled edge is the one that connects stations 

105 and 109, with around 800 trips throughout January a February 2019 in each way. Nonetheless, the 

variety of stations at the centre of the map creates an area of arc overlap, clearly indicating that that is 

the place at which most trips occur. 

This figure confirms the existence of zones. Zone 1 appears to be, as expected, almost isolated from 

the rest of the network. Zone 2 (downtown) does not seem to be as regularly used as the remaining 

areas, probably because of the already mentioned topographic unevenness. On the other hand, Zones 

3 and 4 show that journeys concentrate on the main avenues prepared for bicycle dislocations, justifying 

the previous investment in these infrastructures. In general, stations located near relevant transit hub 

spots, such as 481 (Campo Grande) or 446 (Entre-Campos), and the ones across Av. Duque de Ávila, 

Saldanha, are the ones with the most affluence. Train and metro station Oriente (BSS station 105) also 

appears as a main base point of the network. 

Complementing this information, Figure 27 displays each station’s net flow: the difference between the 

number of arrivals and departures. Dark green circles indicate a net inflow, and light green circles a net 

outflow. 

Zone 1 and the periphery of Zone 4 seem to be almost self-sufficient in rebalancing terms, whereas, 

when it comes to trips that are not performed inside the same zone, evening the net flow, it appears that 

most users travel in a downhill direction from Zone 4 to Zones 2 and 3. Even though relatively few of 

such trips are performed, Figure 27 suggests that this is the main cause of bike inventory imbalance in 

the network. 

Indeed, it is interesting to note that a station with relatively big numbers of absolute outflow and inflow 

does not necessarily tend to become unbalanced (net in/outflow) at the end of the day, consequence of 

daily routines. The referred station 105 appears to be a station at which users arrive at and depart from 

in the same day, such that the BSS is probably used most as a “last-mile” solution to get from the train 

station to the respective destination and vice-versa. On the other hand, inside Zone 4, stations located 

in a residential area, west of 481, were expected to serve the daily house-job-house routine, but 485 is 
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the only one with a residual net flow. This may be attributed to the fact that 485 is the only station that 

is of difficult access to the peripheric metro station located near 483, proving, once again, the influence 

of other transportation choices on the usage patterns of the BSS. 

Usage tendencies of this BSS are further analysed in the following section, now with a greater emphasis 

on time patterns rather than spatial ones.  

A more extensive statistical analysis to show that the effect of other transport modes in the flow patterns 

is still needed, but it is outside the scope of the present dissertation and it is left for further research.  

 

 

Figure 26: Trip intensity map.  
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Figure 27: Net flow of bicycles in each station for the period of January and February 2019.  

 

4.2 Temporal patterns 

Figure 28 compares the average total number of trips and the ones performed by e-bikes throughout 

the day. 

This figure evidences the users’ preference for electric bikes. Lisbon’s topographic characteristics are 

no invitation to cycling, unlike many other European capitals. Electric bicycles are, therefore, an 

important asset in this BSS. In fact, although about a half of the total 550 bikes currently available are 

conventional, a mere 25% of the average 4500 daily bike trips are performed by the latter.  

The preference for e-bikes is relevant when aiming to competently rebalance the system. It is known 

that e-bike outflow is more intense than conventional bikes’, thus leaving a station at a higher rate – 
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even more so for stations located at the base of a hill. The number of available docks and bikes at a 

given station and time will likely be influenced by the predominant type of bikes it held at the beginning 

of the day. Such tendencies are neither beneficial nor harming per se, but must be taken into account 

when deciding the repositioning actions to be performed.  

Moreover, it is immediately noticeable that there are periods of the day at which the system finds itself 

more burdened. After closing at 02 AM, bicycles are again made available at 06 AM. Morning demand, 

starting around 07:30 and peaking around 09:00, has the most intense rise and fall, as the curve’s slopes 

indicate. Repositioning the system during such peak-hours is both ineffective and expensive [12], 

stressing the importance of overnight rebalancing for smooth system operation. As the morning period 

relaxes, rebalancing interventions are endured to prepare for the lunchtime and afternoon demands.  

 

Figure 28: Average number of trips inside GIRA per hour of the day. 

However, in order to more precisely predict each station’s morning demand needs, a deeper analysis 

is necessary. When analyzing Reggio Emilia’s BSS data, Dell’Amico et al.’ [17] noticed how stations 

could be grouped into one of three categories, according to their daily usage patterns:  

1. Stations in the city centre serving outside users that, in the morning, arrive for work. An “Arrivals” 

curve with a morning peak and a phased-out afternoon outflow is characteristic of these stations. 

Downtown Lisbon stations present, indeed, such a daily pattern, that Figure 29 displays for 

307’s case.  
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Figure 29: Station 307's number of arrivals and departures throughout the day. 

2. The second group complements the first, as it behaves in an inverse manner. Dell’Amico et al. 

found these stations near “park-and-ride” areas, meaning that users park cars nearby in the 

morning and take a bike to their destiny, returning later in the day. This logic can also be applied 

to train stations in the middle of the city. Figure 30 refers to the case of the Entre-Campos station 

(446), which is located near a major train and metro station in Lisbon, and clearly depicts a 

morning and an afternoon peak.  

 

Figure 30: Station 446's number of arrivals and departures throughout the day. 

Some habitational areas also present a tendency for morning peaks. Figure 31 relates to station 

486, located in a habitational neighbourhood called “Telheiras”. It appears that most users leave 

for daily duties at the same time in the morning, around 8 AM, and after 10 AM outflow and 

inflow balance each other. 
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Figure 31: Station 486's number of arrivals and departures throughout the day. 

3. The last group identified consists of stations that present similar arrival and departure patterns 

during the course of the day. The example given is from another of the city’s transit hubs, Campo 

Grande. It is a key metro exchange station and regional bus terminal. Commuters use it at any 

time of the day, thus the overlapped curves of Figure 32. 

 

Figure 32: Station 481's number of arrivals and departures throughout the day. 

Such curves are also popular amongst most stations located in habitational neighbourhoods. 

Local inhabitants and school children are the most frequent users of these stations, that clearly 

present morning, lunchtime and afternoon usage peaks. Station 490, located relatively far from 

any metro station and amidst habitational and scholar buildings was chosen to represent the 

referred patterns in Figure 33.  
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Figure 33: Station 490's number of arrivals and departures throughout the day. 

Daily patterns have been addressed but, in order to correctly estimate repositioning demands, usage 

variation throughout the month should also be considered. It is expected that weekends play a major 

role on BSS usage. Extreme weather conditions also impair cycling commuting choices [6], which, since 

the data refers to winter months, should be taken under consideration. 

Figure 34 shows the total number of trips per day of the week. Weekends, indeed, generally represent 

a break in system usage, which usually peaks on Mondays and Fridays. Also, February had more trips 

than January, which may be due to the clearer weather conditions that were verified. Nonetheless, the 

most important conclusion is that Figure 34 proves that there is a weekly usage pattern. Periodicity or 

seasonality effects are key premises in estimating rebalancing needs. 

 

Figure 34: Total number of trips throughout January and February of 2019. 
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Finally, it is worth noting that different stations present different usage ranges during the week. Station 

446, in Entre-Campos, is heavily used during the week by users in their daily dislocation routine to and 

from the workplace. Unsurprisingly, this station’s usage curve (see Figure 35 below) presents a very 

well-defined distinction between weekends and workdays. 

 

Figure 35: Station 490's number of arrivals and departures throughout January and February 2019. 

On the other hand, Zone 1, which may also be perceived as a recreational area, typically has less 

periodic curves. Station 105 also is one of the most used stations of the network, but its trips-per-

weekday curve in Figure 36 has a greater degree of randomness than the last example’s. 

 

Figure 36: Station 105's number of arrivals and departures throughout January and February 2019. 

 

4.3 Operator’s actions 

While the municipal entity EMEL is in charge of the system, Siemens is actually the system’s operator. 

Siemens has live intel about every station’s occupancy rate and bicycle GPS location. Making use of 
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this knowledge, intervention instances on stations and bikes are planned, aiming to guarantee the 

system’s wellbeing. These plans are materialized by the teams operating on the field. 

Interventions on the system are evidently not restricted to rebalancing actions. Figure 37 presents the 

total amount of actions and of rebalancing actions performed by the operator per day. Once more, 

weekends introduce periodic depressions on the curves. The number of total actions peaks twice a 

week, due to the inspection interventions performed. Besides Mondays and Fridays, the operator seems 

to take more care into the rebalancing of the system on Wednesdays. 

 

Figure 37: Operator's actions throughout January and February 2019. 

Siemens disposes of a five electric truck fleet – electric, by contractual demand. Each vehicle is capable 

of moving up to five bicycles, but the possibility of trail attaching may increase the total vehicle capacity. 

Three different trails are at the operator’s disposition, with room for 6, 7 and 10 bikes. Since the vehicles 

used are electric, a 110 km autonomy constrains the routes to be taken. If a trail is attached to the 

vehicle, autonomy drops to around 80 km. 

Vehicles and trails are not exclusive to any team. This allows for the vehicle to charge its batteries on 

free hours and, more importantly, for each team to dispose of a trail, in case of need.  

Even though backup may be called, five different teams usually operate on the field during the week, 

two to four teams working the same shift. Each team has its own schedule, but all shifts take at least 8 

hours, returning to the depot in the end, with the eventually collected bikes. Table 2 presents the 

operating schedule of each team. It is worth noting that, in this context, a “team” is not a fixed group of 

professionals but a changing set of employees with specific valences necessary to the actions that are 

to be performed. 

Table 2: GIRA operator’s fieldwork shifts. 

 Shift Schedule 
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Team 07:00-15:00 15:00-23:00 23:00-07:00 

1       

2       

3       

4       

5       

 

Figure 38 displays the number of actions each team performed during the 2 months analysed and 

compares it to the amount of rebalancing actions. 

 

Figure 38: Distribution of operator's actions between its teams. 

Clearly, team 1’s priority is not rebalancing the network. In fact, this team is mainly focused in inspection 

and preventive maintenance actions. Team 5, on the contrary, seems to be mostly dedicated to 

repositioning actions, while teams 2, 3 and 4 are polyvalent. Teams 2 and 3 naturally present more 

actions concluded, given the greater number of hours worked. 

Curiously enough, the team specialized in rebalancing actions does not usually operate during the night. 

This does not mean that nightly rebalancing does not take place, because, during this period, teams 2, 

3, and 4 are not called for as many other actions as they are during the day and can rebalance the 

network.  

Most of the rebalancing, however, takes place during the morning period, Figure 39 shows – most 

precisely after the morning usage peak. Still, as mentioned before, night rebalancing is important and, 

if optimized, may help reduce the necessary efforts during the day. 

Figure 39 also shows, from the curve slopes, that the operator decides to resume repositioning actions 

at the beginning and at the end of each shift, namely at 06:00, 08:30, 14:00, 16:00, 21:00 and 00:00.  
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Figure 39: Operator's average number of total and rebalancing actions throughout the day. 

In opposition, the total number of actions performed by the operator seems to follow the usage patterns 

of the BSS, leading to the conclusion that many of these interventions are of a responsive nature, instead 

of a preventive one.   

According to their characteristics, interventions have been divided into three major groups: preventive 

actions (inspection and maintenance), unpredictable actions and rebalancing actions. Among the 

rebalancing actions figure, besides bike relocation from station to station, depot shipping and depot 

inflow. Figure 40 displays the relative weight of each group.  

 

Figure 40: Relative distribution of operator actions' categories. 

Erratic, emergency actions usually cause the interruption of a given task and its inherent unpredictability 

undermines the benefits of route planning. It is an expensive circumstance that the operator would rather 
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see minimized and replaced, as much as possible, by predictable, schedulable interventions that care 

for the system and prevent equipment breakdown. Figure 40, however, shows the former as the most 

common.  

The frequency of a bicycle breakdown as a function of the km travelled since the last maintenance action 

reportedly follows a normal distribution or Bell curve. Unfortunately, two months’ worth of data are not 

sufficient to trace such a curve, because occurrences are too few to fit a Bell curve and find out the 

associated mean (µ) and standard deviation (σ), and it was not possible to confirm that the bike 

breakdown data fits into a Bell curve. Still, assuming it does, the time interval between inspection 

initiatives should be such that each bike is inspected before it reaches the travel length that carries a 

higher associated risk than the established threshold, in order to prevent the necessity for corrective 

maintenance instances. Looking at the normal distribution represented in Figure 41, had the operator 

decided not to take a bike failure probability over 30%, preventive maintenance actions would take place 

within 1 standard deviation from the mean travel distance that conducts to bike breakdown. 

 

Figure 41: Normal distribution curve. Retrieved and adapted from [69]. 

The operator, however, states that bikes are inspected, if a temporal criterion has not yet been met, in 

the second half of the normal distribution curve – a time at which at least 50% of the bicycles are 

expected to have failed. Once again, these statements cannot be checked due to lack of data, but are 

in tune with the relative weight of corrective maintenance actions performed. 

These observations uncover a potential opportunity for performance improvement. A future work aiming 

to predict the best actions for the operator to perform would benefit from incorporating inspection and 

preventive maintenance instances into it. Such work is fruitfully compatible with the present one, as the 

next chapter clarifies.  
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5. Model development and sensitivity analysis 

In order to fit the case study parameters into the F2 formulation, the latter had to be brought to a broader, 

generalized form. In this section, the adaptations performed are carefully detailed.   

All these adaptations consist, one way or another, in generalizations that introduce further combinatorial 

complexity. The branch-and-bound tree is expected to grow wider and deeper, and total solving time is 

therefore likely to increase. After presenting each adaptation, its impact on computational time 

requirements is tested and quantified. Based on the results, the adaptation may or may not be deemed 

a valuable investment for the final formulation used on the case study instances.  

The relevant constraints added are included in the final formulation, which is formally described in the 

last section of the chapter. 

5.1 Bike distinction 

Since malfunctioning bikes cannot be relocated from a station to another but exclusively to the depot, a 

major space-consumer on the vehicles is the set of bikes in need of repair, lying on the back of the truck 

while the remaining ones are repositioned. The practical planning of routes is, then, evidently 

constrained by this detail that Dell’Amico et al.’s formulations do not contemplate. 

Also, the addressed bike sharing system deals with electric bikes and conventional bikes. The number 

of bikes repositioned is not independent of its type because demand is not, either. Several users report 

preferring an e-bike and would rather walk or take another transport choice than pick a conventional 

bike. This effect is similar to the “latent demand” mentioned on the introductory chapter and is naturally 

more accentuated, although not exclusive to, on users performing trips with significant ascending paths. 

This phenomenon has already been illustrated in Figure 28. 

These observations motivated the introduction of a new index to the arc flow variable, 𝑓𝑖𝑗 . The new index 

b would refer to the quantity of a given type of bicycle being carried. 𝑓1,2,3 = 5 represents, then, that five 

bikes of the assigned type number 3 are carried when a vehicle travels from node 1 to node 2 in the 

final solution. 

Because the vehicle’s capacity is limited, it is evident that the total flow carried through a given arc can 

never exceed maximum capacity, Q. Constraints (20) are then introduced into the model, and constraints 

(11), (12) and (13) are accordingly modified. The final form of the formulation is presented at the end of 

the present section.         

∑  𝑓𝑖,𝑗,𝑏
b 𝜖 𝐵 

≤ 𝑄  ,       (𝑖, 𝑗) ∈ 𝐴       (20) 

Evidently, the number of arc flow variables will increase proportionally to the amount of different types 

of bikes. 
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The influence of this addition to the formulation running time is expressed in Figure 42. A randomly 

generated instance of  30 nodes has been tested for several amounts of bike types, for a given vehicle 

capacity C, large enough not to ever constrain the transversal optimal result. Then, the same tests were 

conducted on different vehicle capacities.  

 

Figure 42: Influence of bike distinction in F2's computational time for various vehicle capacities. 

It is observable that the behaviour of the running times is not a simple proportion of the results displayed 

at the end of Chapter 3 (recall Figure 24). That case is mimicked by the “1 bike type” series, which, 

indeed, decreases as vehicle capacity increases. Problems with more variables, however, seem to 

respond in an opposing manner to capacity increments. The constraints that restrict the solution space 

with regards to arc flow variables, such as (13) and (20) become more permissive, allowing for more 

undesirable solutions that take time to check. Also, while the “1 bike” case balances this with branch 

fathoming, as has been mentioned in the third chapter, cases with more variables slow down this 

process and cause lower bounds to take longer to meet the best solution found and annul the optimality 

gap. 

Amongst the same vehicle capacity tests, running times generally grow accordingly to the number of 

arc flow variables (or bike types), which is intuitive.  

This feature has not been relevant in the case study tests because the analysed rebalancing data does 

not report the distinction between bike types. Still, it is believed that the current model formulation should 

evolve to take that into account: if not to improve the rebalancing of the Lisbon network, then because 

almost all BSS in the world would, at least, benefit from a model that would differentiate bicycles 

functioning from those in need of repair.  
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5.2 Zero-demand nodes 

Dell’Amico et al. assumed the desired level of occupation of every station to be half of its number of 

docks. In consequence, a large number of stations was likely to be unbalanced in the view of this 

criterion, and the imposition of visiting every node once was naturally kept unchanged from its TSP 

ancestors. 

While, as a general “rule of thumb”, this criterion may be appropriate to some BSS, Lisbon’s presents a 

number of unvisited stations on rebalancing data records. Hence, a formulation that does not impose 

every node to be visited, requiring only that rebalancing demands were met, would, intuitively, produce 

a shorter solution route. This relaxation is present in the selective pickup and delivery problem (e.g.Ting 

and Liao [60]) and, indeed, it is stated “that this problem can substantially reduce the transportation cost 

and fits real-world logistic scenarios” [60].  

Figure 43 opposes the relaxed and non-relaxed versions of an illustrative problem instance.  

 

Figure 43: Zero-demand version of F2 (green arcs) against original version (grey arcs). 

Constraints (6) and (7) were adapted to account for the possibility of not visiting a station: 

With no loss of generality, additional constraints have been introduced: 

Constraints (23) impose that the total number of arcs leaving a node be the same that entered. In other 

words, these constraints prevent the generation of arcs leaving from an unvisited node and impose that 

an arc entering a node must be followed by another one leaving it. 

∑  𝑥𝑖,𝑗
𝑖𝜖𝑉 

≤ 1  ,        𝑗 ∈  𝑉 \{𝑑𝑒𝑝𝑜𝑡}        (21) 

∑  𝑥𝑗𝑖
𝑖𝜖𝑉 

≤ 1  ,        𝑗 ∈  𝑉 \{𝑑𝑒𝑝𝑜𝑡}        (22) 

∑  𝑥𝑖,𝑗
𝑖𝜖𝑉 

= ∑  𝑥𝑗,𝑘
𝑘𝜖𝑉 

  ,        𝑗 ∈  𝑉\{𝑑𝑒𝑝𝑜𝑡}        (23) 
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There may be the case where a node with zero demand is set for an inspection action, demanding a 

visit from one of the teams on the field. To handle these instances, the input data file read at the time 

the program is initialized shall contain such information. Arcs are then forced to enter and leave each 

node in the following fashion 

where STOPS is the vector containing the nodes to be inspected. The implementation of this procedure 

may be consulted in the final code annexed. 

It is expected that visiting less nodes results in a lower total distance travelled. To confirm this intuition, 

the previously randomly generated cost matrix of size 30 was now tested on instances with different 

numbers of zero-demand nodes. Two cases were tested for each: one including constraints (24), 

therefore forcing these nodes to be ignored in the final solution, and one that does not, allowing the 

model to decide for the option with the lowest total travelling cost. The travel costs and the running times 

are presented in Figure 44. 

 

Figure 44: Influence of nodes with no demand on the original and adapted F2 models. 

There is, indeed, a tendency for decrease in the total costs, which is usually accompanied by a decrease 

in computational running times, due to a faster finding of a good solution and consequent sooner branch 

fathoming. As previously noticed when analyzing the effects of varying Q, in Chapter 3, computational 

time increases when in the proximity of a better solution. 

It is also noticeable that the two curves of each metric do not coincide. While “Forced” case is expected 

to beat “Optional” in speed, because of the lower number of possible combinations, differences in the 

respective optimal objective function solutions of these two do not occur in real-life instances. In other 

words, the non-dashed curves presented in Figure 44 should always coincide when dealing with real 

networks with allegedly symmetric cost matrixes. Even though randomly generated (asymmetric) 

matrixes may present cases where going from node 𝑖 to 𝑘 might be longer than travelling from 𝑖 to 𝑗 and 

then to 𝑘, this makes no sense in such real instances (at best, the routes connecting 𝑖, 𝑗 and 𝑘 follow a 

∑  𝑥𝑖,𝑗
𝑖𝜖𝑉 

= 1  ,        𝑗 ∈  𝑆𝑇𝑂𝑃𝑆        (24) 
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straight line). In other words, these instances will always verify the triangle inequality that can be found 

in Bektas’ paper [40].   

The GIRA distance cost matrix used is, indeed, symmetric. Consequently, there is no benefit in including 

the “Optional” variation instead of the “Forced” one and constraints (24) were definitely introduced in the 

Final Formulation, together with (25):  

Evidently, this addition virtually reduces the size of the network. 

5.3 Vehicle capacity variation 

A fleet of uniform vehicles with capacity for 5 bicycles each is at the disposition of the GIRA operator. 

Furthermore, three different trails are available for attachment, improving the respective vehicle’s 

capacity by 6, 7 or 10, bikes at most. From a model-implementation point of view, this is equivalent to 

having vehicles with distinct capacities. So, similarly to the case of the STOPS vector, a vector CAP, 

consisting on the capacities of the vehicles available, is included in each instance’s data file.  

A new index was introduced to the decision variables xi,j, becoming  xi,j,v as a way of indicating if arc (i,j) 

is travelled by vehicle v, inspired by Schuijbroek et al.’s implementation [44]. Decision variables fi,j have 

also been updated to fi,j,v, representing the load a given vehicle carries when travelling the said arc. v 

naturally takes integer values ranging between 1 and the total number of vehicles available, M. 

Constraint (23) are complemented to ensure that each node is served exclusively by one vehicle:   

Since each shift lasts for eight hours, (27) are introduced to guarantee that the time necessary to travel 

the route and serve all stations in it does not exceed this time stretch.  

Following Schuijbroek et al. [44], the average travel speed assumed was 30 km/h. By indication of the 

GIRA operator, each station accounted for a stoppage time of 15 minutes. 

The autonomy of the electric vehicles is considered in constraints (28) 

Previously introduced constraints, with special relevance to (13), are also adapted to fit the new index 

in the way shown at the section dedicated to the Final Formulation.  

∑  𝑥𝑖,𝑗
𝑖𝜖𝑉 

= 0  ,        𝑗 ∈  𝑧𝑒𝑟𝑜_𝑑𝑒𝑚𝑎𝑛𝑑 𝑛𝑜𝑑𝑒𝑠         (25) 

∑  𝑥𝑖,𝑗,v
𝑖𝜖𝑉 

= ∑  𝑥𝑗,𝑘,v
𝑘𝜖𝑉 

  ,        𝑗 ∈  𝑉,   v ∈ M        (26) 

∑  𝑥𝑖,𝑗,v
𝑖,𝑗𝜖𝑉 

× (
𝐶𝑖,𝑗

𝑎𝑣𝑔. 𝑡𝑟𝑎𝑣𝑒𝑙 𝑠𝑝𝑒𝑒𝑑
+ 𝑎𝑣𝑔. 𝑡𝑖𝑚𝑒 𝑝𝑒𝑟 𝑠𝑡𝑎𝑡𝑖𝑜𝑛 ) ≤ 𝑠ℎ𝑖𝑓t dura𝑡𝑖𝑜𝑛  ,   𝑗 ∈  𝑉\{𝑑𝑒𝑝𝑜𝑡}, v ∈ M        

(27) 

∑  𝑥𝑖,𝑗,𝑣
𝑖,𝑗𝜖𝑉 

× 𝐶𝑖,𝑗 ≤ 𝑣𝑒ℎ𝑖𝑐𝑙𝑒 𝑎𝑢𝑡𝑜𝑛𝑜𝑚𝑦  ,        𝑣 ∈  𝑀       (28) 
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Once again, the original formulation has been compared to the adapted one. Figure 45 presents the 

evolution of the model’s running time against the number of vehicles available for the previous 

formulation and the new one, using the same randomly generated cost matrix as before. Individual 

vehicle capacity has remained constant in both cases. 

 

Figure 45: Influence of nr. of vehicles available on the original F2 and the version adapted to different vehicles. 

While Szeto and Shui [3] concluded that “a larger fleet size may not lead to a lower total service time 

but can effectively lead to a lower maximum route duration at optimality”, it is observable from the 

obtained results that, once a vehicle’s capacity is sufficient to satisfy all demands within a single route, 

varying the number of vehicles available is almost insignificant for the original F2. In fact, the only 

constraint that is affected by this is constraint (8), which imposes that no more than m routes leave the 

depot. Since the optimal solution uses a single route, (8) did not constrain the problem’s final solution 

and is unlikely to constrain any other relevant integer solution.  

On the contrary, despite presenting a coincident performance when only one vehicle is available, the 

adapted formulation tends to take longer to reach an optimal solution when considering more vehicles. 

Once again, a new index (this time referring to both 𝑥𝑖,𝑗 and fi,j) introduces more variables, constraints 

and combinatorial possibilities in the problem, which naturally require processing time. As usual, for 

problems with many possible combinations, lower bounds move slower, while upper bounds do not take 

advantage of an increased number of vehicles available because the best solution was the one already 

found in the “1 vehicle” case. Therefore, the two bounds take longer to meet. 

It is then best to compromise between the benefits of considering different vehicles and the 

disadvantages it brings. While the final formulation considers this new index, the data introduced 

regarding the case study should not declare all the vehicles of the fleet available but only the ones that 

actually were, at the time. 

To reduce combinatorial complexity, Schuijbroek et al. proposed integrating a clustering model such that 

service level requirements for each cluster (a set of stations) can be met using a single vehicle [44]. 

Each VRP would then be solved within the respective cluster. This approach, however, has been 
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discarded for the time being, as the tested GIRA instances are, more often than not, solved by a single 

vehicle’s route. 

Posed that teams do not switch vehicles during a shift, the inclusion of this extra index also allows for 

the identification of the team performing each action. Even though, at this stage, such information is 

irrelevant to the model, future works may incorporate the characteristics of each team into it and provide 

even more realistic constraints. It could be, for example, that a given action can only be performed by 

the team bearing the required instrument. 

5.4 Buffer vertex 

By analysing the system’s rebalancing operations, it has been noted that routes are often constrained 

by vehicles’ maximum capacity. For this reason, a useful addition to the model would be a new depot. 

The placement of the depot, however, would involve solving the Facility Location Problem (e.g. [70]), 

besides dealing with property hunting. It poses an interesting and pertinent problem for future research, 

but one outside the scope of this study.  

To lighten the capacity restrictions, then, the model was improved by the setting of a buffer vertex. The 

buffer (notation adopted after Chemla et al. [52]) is a vertex identified with virtually unlimited capacity 

for storing bicycles that can be visited an indefinite number of times. This would correspond, in the case 

study, to a station with many free docks and low predicted demand for the coming time intervals. This 

concept of temporary unit storage goes by the name of preemption (see section 2.2). It can also be seen 

as a sort of cluster, since routes within the main one are traced from and on again to the buffer. Salazar-

González and Santos-Hernández [38], in a work with a Branch-and-Cut scheme that allows multiple 

visits, refer how, in accordance to what is available in the literature, it is helpful in reducing total route 

length.  

To better explain this concept, an illustrative example was drawn. Figure 46a) represents a network 

whose nodes have a given demand (indicated inside the node), which are to be satisfied with a vehicle 

of capacity 3. The solution provided by the original formulation is displayed in Figure 46a), bike flows 

indicated next to each arc. Because of capacity constraints, three routes leaving the depot are necessary 

to fulfil all the demands. 

Figure 46b) is the solution provided by the buffer formulation. The node that is lacking bikes is chosen 

as the buffer, which means that this vertex may be visited more than once and that a net flow of more 

than one incoming bike is allowed. The vehicle can, then, unload enough units at this node to avoid 

returning to the depot before the system is rebalanced. A simple visual inspection leads to the conclusion 

that this solution is evidently “cheaper”. 

This feature is even more useful when a vehicle sees its space occupied by broken, obsolete bicycles. 

Complementing the buffer formulation with the “multiple bikes” one is then likely to lead to interesting 

results. If a buffer vertex is available, this vehicle would go by, lock each bike to one of the many docks 

of the buffer and go on with the repositioning actions. That vehicle, or perhaps another one with a trail 

attached, would later, on an appropriate time, pick up the extra bikes and carry them to the depot, 
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shortening the total distance travelled. As a matter of fact, the GIRA operator has recently conducted an 

experience in which the “Arco do Cego” station acted as a buffer vertex, leaving promising indications 

that it might indeed be a useful and efficient solution in the future. In order to implement this feature, the 

chosen buffer vertex had to be left out of the domain of constraints (6), (7), (12) and (13). Once  more, 

these changes and the global constraints’ integration have been properly formalized in the “Final 

Formulation” section. 

 

 

Figure 46: Illustrative example's solution with (b) and without (a) a depot vertex. 

Removing the buffer from constraints (6) and (7) may result in a solution that “creates” trips at this node. 

Every arc that enters the buffer must leave it, but no more and no less. Constraint (29) expresses this 

observation. 

∑  𝑥𝑏𝑢𝑓𝑓𝑒𝑟,𝑗
𝑗𝜖𝑉 

= ∑  𝑥𝑖,𝑏𝑢𝑓𝑓𝑒𝑟
𝑖𝜖𝑉

     (29) 

Yet, since constraint (26) generalise (29) by imposing that every vehicle that enters and arc must leave, 

the latter is omitted in the final formulation that integrates all the adaptation performed on F2. 

Constraints (12) are particularized in the form of (30), stating that the demand of the buffer vertex is 

necessarily fulfilled.  

∑  𝑓𝑏𝑢𝑓𝑓𝑒𝑟,𝑗
𝑗𝜖𝑉 

− ∑  𝑓𝑖,𝑏𝑢𝑓𝑓𝑒𝑟
𝑖𝜖𝑉 

≤ 𝑞𝑏𝑢𝑓𝑓𝑒𝑟        (30) 

If the demand is a negative integer, the buffer is lacking enough bikes to assure the service level 

requirements. Since its docking space is assumed to be unlimited, more bikes than the ones asked for 

can be delivered. On the other hand, if 𝑞buffer > 0, it signals how many bikes are available to be shipped 

from the buffer. In order to maintain service level, no more than these can leave, but, once again, since 

inventory space is assumed not to be a problem, there is no urgency in dispatching. Such assumptions 
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should, evidently, be used with caution. If proved necessary, constraints (30) can trivially be turned into 

an equality restriction rather than an inequality one. 

Also, because the buffer’s demand can be fulfilled in more than one trip, a particular form of constraints 

(13) is devised to fit the buffer vertex:  

𝑚𝑎𝑥{0, −𝑞𝑗}𝑥𝑏𝑢𝑓𝑓𝑒𝑟,𝑗  ≤ 𝑓𝑏𝑢𝑓𝑓𝑒𝑟,𝑗 ≤ 𝑚𝑖𝑛{𝑄, 𝑄 − 𝑞𝑗}𝑥𝑏𝑢𝑓𝑓𝑒𝑟,𝑗  ,    𝑗 ∈ 𝑉\{𝑏𝑢𝑓𝑓𝑒𝑟}  (31) 

𝑚𝑎𝑥{0, 𝑞𝑖}𝑥𝑖,𝑏𝑢𝑓𝑓𝑒𝑟  ≤ 𝑓𝑖,𝑏𝑢𝑓𝑓𝑒𝑟 ≤ 𝑚𝑖𝑛{𝑄, 𝑄 + 𝑞𝑖}𝑥𝑖,𝑏𝑢𝑓𝑓𝑒𝑟  ,    𝑖 ∈ 𝑉\{𝑏𝑢𝑓𝑓𝑒𝑟} (32) 

As usual, the effects of the introduction of this adaptation are analysed. Three cost matrices of |V|=30 

were randomly generated and each one was tested on 6 randomly generated demand vectors. Three 

of these vectors represent “low demands”, that is, q ranged between 
−𝑄

2
 and 

𝑄

2
, and the remaining 

between -Q and Q (“high demands”). The results obtained and the necessary computational time to 

achieve them are graphically presented in Figure 47. 

 

Figure 47: Influence of the buffer vertex in F2 for the cases of low and high demands. 

When low demands are at stake, the buffer formulation does not significantly improve any solution, 

which was expected, since, in these cases, Q is unlikely to restrict the solution. On the other hand, a 

better solution was found 7 times out of 9 when instances with high demands were tested, which 

successfully proves the usefulness of the buffer vertex. Surprisingly, most of these instances were ran 

faster by the new model, probably because enough good solutions containing the buffer vertex are 

available, so that the BB branches that would contain acceptable solutions to the original problem are 

promptly fathomed. Nonetheless, the author understands that introducing more buffer vertexes would 

not lower the total running time, since, as seen before, an increase in the number of possible 

combinations usually slows down the progress of the lower bound. 
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Better understanding of the influence of the buffer vertex on the formulation comes when analysing its 

responses to vehicle capacity variation. The instance with the highest cost difference was chosen for 

this analysis that Figure 48 displays.  

 

Figure 48: Influence of vehicle capacity on F2's buffer version performance. 

Once again, results indicate that the buffer formulation is more useful for lower Q, whereas, for greater 

vehicle capacities, both tend to coincide (when a circumstance of “low demands” is resumed). In 

between, curious performances were recorded. As seen in section 3.5, computational time peaks when 

in the proximity of a better solution. Since the model making use of the buffer vertex requires less vehicle 

capacity to find a solution as good as the one of the original formulation, the mentioned peaks appear 

in an alternate sequence in a region where relatively large and small cost differences are alternately 

verified.  

The results presented are congruent with the ones obtained by Bulhões et al. [62], which developed a 

subtour and capacity-constrained SBRP formulation allowing multiple station visits, also solved in a BC 

fashion. The impact of vehicle capacity on the number of same-station visits is evaluated, clearly 

indicating that a capacity reduction calls for more visits in order to get a minimized solution, especially 

if few vehicles are available. After extensively testing the formulation on benchmark instances, Bulhões 

et al. state that, in general, multiple visits are useful when vehicle capacity is lower than 20, which is the 

case of the present work. Also, just like the results above, this study has detected ambiguous influence 

of the formulation on computational running time, even though only the results on one solution method 

have been reported. 

A buffer vertex formulation, however, requires a special care: at any given time, outflow cannot exceed 

present inventory. The constraints referred above are not sufficient to see this premise unviolated, as 

Figure 49 exemplifies.  
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Figure 49: Possible solution of F2's buffer version. 

Without some sort of chronological ordering on the arcs performed in and out of the buffer vertex, the 

final solution may indicate a vehicle to carry some items out of it before they have arrived. In Figure 49’s 

depicted example, even though the solution respects all constraints and the buffer’s demand, the grey 

dashed arc leaves with bikes that are simply not available, since the depot is lacking bikes (𝑞 = −1) and 

not enough bikes have been brought in by the preceding arc. 

The following section introduces a time index that shall complete this buffer formulation.  

5.5 Time intervals 

The purpose of introducing a chronological order in the formulation is threefold: firstly, as mentioned, 

arcs entering and leaving the buffer vertex must be ordered in time; secondly, future adaptation of the 

model to the dynamic BRP – i.e., whose demands vary with time, as opposed to this static case – might 

find this introduction valuable; finally, and perhaps most importantly for the present case, chronologically 

ordering arcs allows for a significant reduction of the number of subtours created.  

As explained in Chapter 2, subtours result of discontinuities in the solution: sets of arcs appear isolated 

from the depot, triggering a separation procedure so as to introduce a constraint on the violated sets 

found. As the network’s size increases, so does the number of possible subtour combinations, and the 

number of subtours found until an optimal, feasible solution is encountered, tends indeed to grow with 

network size, resulting in impractical total running times when solving big instances. Reducing the 

number of subtours found is, thus, extremely desirable. However, introducing an index t into both 

decision variables results in a multiplication of the total number of decision variables by the range t 

covers, which was set to 24, corresponding to the eight hours of each shift divided in periods of 20 

minutes, a rough average time necessary for the vehicle to move between each station and see the 

bikes (un)loaded. 

Constraints (33) generalize constraints (26), which impose that each vertex besides the depot and the 

buffer is served exclusively by one vehicle. This set of constraints imposes the same thing and also that 

the arcs leaving the node do so in the time step that follows the one of the arrival. 



 

64 
 

Subtours are prevented because the introduction of a time index turns subtours into continuous loops, 

which is incompatible with the imposition that a vertex can only be visited once, at most. If a vehicle 

leaves, for example, node A of Figure 50 at time step n, then, according to (33), the same vehicle would 

enter A at time step n+2 and so on, which the new formulation now deems infeasible.  

 

Figure 50: Constraints (33) applied on the arcs of a subtour. 

Schuijbroek et al. [44] make use of the same mechanism and avoid the need for subtour breaking 

constraints and separation procedures. 

Constraints (34) remove the abovementioned buffer vertex’s instantaneous inventory violation by 

imposing that a vehicle leaving the buffer cannot carry more bikes than the ones the net flow that is 

verified immediately before such arc is travelled and the initial inventory allow to. 

This formulation was tested, once again, on the randomly generated instances with |V|=30. Figure 51 

shows the typical evolution of the lower bound in the first instants after the model starts to run, for 

problems of this dimension. After approximately 4 seconds, the initial linear program is solved to 

optimality and the branch-and-bound procedure starts. The lower bound then escalates in a “step-by-

step” fashion, accordant with the finding of more promising root BB branch nodes. 

∑  𝑥𝑖,𝑗,v,t−1
𝑖𝜖𝑉 

= ∑  𝑥𝑗,𝑘,v,t
𝑘𝜖𝑉 

  ,        𝑗 ∈  𝑉\{𝑑𝑒𝑝𝑜𝑡, 𝑏𝑢𝑓𝑓𝑒𝑟}, v ∈ M, t ∈ T\{1}        (33) 

∑  𝑓𝑏𝑢𝑓𝑓𝑒𝑟,𝑗,v,t
𝑗𝜖𝑉 

≤ ∑  𝑓𝑖,𝑏𝑢𝑓𝑓𝑒𝑟,v,t−

𝑖 𝜖 𝑉,t−𝜖 𝑇  
− ∑  𝑓𝑏𝑢𝑓𝑓𝑒𝑟,𝑗,v,t−

𝑖 𝜖 𝑉,t−𝜖 𝑇  
+ 𝑚𝑎𝑥{0, 𝑞𝑏𝑢𝑓𝑓𝑒𝑟}  ,         

 v ∈ M, t ∈ T\{1}, 𝑡− ∈ 𝑇\{1} ∶ 𝑡 > 𝑡−   

 

(34) 
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Figure 51: Typical graphical output of Xpress-MP after solving F2 instances of size 30 for a minute. 

When chronological ordering is introduced in the model, the same bounds develop as Figure 52 depicts.  

 

Figure 52: Xpress-MP's graphical output after 3000 seconds of computational efforts. 

Even though the curves are identical, the horizontal axes, displaying the computational running time, is 

significantly different. The new LP relaxation has been solved after around 200 seconds and, since the 

multiplication of the decision variables imply an exponential growth of the available combinations and 

another LP problem, albeit more constrained, is solved at every root node, the lower bound also 

develops in a slower fashion. Contrary to “bike type” and “vehicle” indexes, time indexes come in a much 

broader range and significantly affect the solving of LP relaxations. The computational time this 

formulation saves on subtour searches does not compensate the additional decision variables. 

As in Schuijbroek et al.’s case [44], experience shows that instances with more than 50 vertexes are 

intractable by a formulation with such a chronological ordering. They introduced powerful heuristics to 

lower the total computational time. This work did not reach as far, and the buffer formulation is then used 

without a chronological ordering. Therefore, in the present work, the buffer’s formulation’s previously 

mentioned incompleteness is solved in the same way as Raviv et al. [11] did it: by stating the initial 
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inventory and limiting the total amount of in- and out-flow. The following constraints are then introduced 

in the model.  

Together, these constraints ensure that bicycles are not shipped from the buffer before they are brought 

to it, or delivered before space is available. These constraints are actually stricter than the real case, 

which is why a time index is preferred. Hopefully, future works will complement the present one and 

allow for a more realistic model.  

5.6 Final Formulation: FF2 

5.6.1 Indexes  

i,j,k 

b 

v  

vertexes 

bike type 

vehicle 

5.6.2 Sets  

V 

A 

M  

B 

set of vertexes i 

set of arcs (i,j) 

set of vehicles v 

set of bike types b 

5.6.3 Parameters  

     𝐶𝑖,𝑗 

     𝑞𝑏,𝑖 

     Qv 

     𝐴𝑈𝑇𝑣 

     𝑆𝑇𝑂𝑃𝑆 

     𝑍𝐸𝑅𝑂 

distance between vertex i and vertex j 

demand of bike type b per vertex i  

array of vehicle capacity per vehicle v 

array of vehicle autonomy per vehicle v 

array of vertexes 

array of zero_demand nodes not contained in 𝑆𝑇𝑂𝑃𝑆 

𝑓𝑏𝑢𝑓𝑓𝑒𝑟,𝑗 ≤ 𝑖𝑛𝑖𝑡𝑖𝑎𝑙 𝑏𝑢𝑓𝑓𝑒𝑟 𝑖𝑛𝑣𝑒𝑛𝑡𝑜𝑟𝑦, 𝑗 ∈ 𝑉     (35) 

𝑓𝑖,𝑏𝑢𝑓𝑓𝑒𝑟 ≤ 𝑏𝑢𝑓𝑓𝑒𝑟 𝑐𝑎𝑝𝑎𝑐𝑖𝑡𝑦 − 𝑖𝑛𝑖𝑡𝑖𝑎𝑙 𝑏𝑢𝑓𝑓𝑒𝑟 𝑖𝑛𝑣𝑒𝑛𝑡𝑜𝑟𝑦, 𝑖 ∈ 𝑉     (36) 
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     𝐼𝑁𝑉𝑖 

     𝑆𝐶𝐴𝑃𝑖 

array of initial inventory per station i  

array of station capacity per station i 

5.6.4 Constants  

     NV 

     NM 

     NB      

     depot 

     buffer 

     buffer_cap 

     shift 

     vel 

     stop_time 

number of vertexes 

number of vehicles 

number of bike types 

position of the depot vertex in V 

position of the buffer vertex in V 

buffer’s capacity 

shift duration in hours  

average vehicles’ velocity in km/h  

average time in hours per station  

5.6.5 Decisions Variables  

𝑥𝑖,𝑗,𝑣       =  {
1  if the arc (i, j) is performed by vehicle 𝑣                                                                                          

  
0   otherwise                                                                                                                                                  

    

𝑓𝑖,𝑗,𝑏,𝑣      =  {
number of bikes of type 𝑏 carried by vehicle 𝑣 when travelling arc (𝑖, 𝑗)     

  
0   otherwise                                                                                                                     

  

5.6.6 Objective function and constraints  

                Minimize:       𝑍 = ∑ ∑  𝐶𝑖,𝑗  𝑥𝑖,𝑗,𝑣 𝑗𝜖𝑉𝑖𝜖𝑉      (37) 

               Subject to:                

∑  𝑥𝑖,𝑗
iϵV 

≤ 1  ,        𝑗 ∈  𝑉 \{𝑑𝑒𝑝𝑜𝑡, 𝑏𝑢𝑓𝑓𝑒𝑟}             (38) 

∑  𝑥𝑗𝑖
𝑖𝜖𝑉 

≤ 1  ,        𝑗 ∈  𝑉 \{𝑑𝑒𝑝𝑜𝑡, 𝑏𝑢𝑓𝑓𝑒𝑟}        (39) 

∑  𝑥𝑑𝑒𝑝𝑜𝑡,𝑗
𝑖𝜖𝑉,𝑣𝜖𝑀 

≤ 𝑚       (40) 
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∑  𝑥𝑑𝑒𝑝𝑜𝑡,𝑗,𝑣
𝑗∈ 𝑉 \{𝑑𝑒𝑝𝑜𝑡}   

=  ∑  𝑥𝑗,𝑑𝑒𝑝𝑜𝑡,𝑣
𝑗∈ 𝑉 \{𝑑𝑒𝑝𝑜𝑡}   

      (41) 

𝑥𝑖,𝑗,𝑣 ∈ {𝑑𝑒𝑝𝑜𝑡, 1}, 𝑖, 𝑗 ∈ 𝑉,   v ∈ M       (42) 

𝑓𝑖,𝑗,𝑏,𝑣 ∈  ℕ, 𝑖, 𝑗 ∈ 𝑉,   𝑏 ∈ 𝐵,   v ∈ M       (43) 

∑ 𝑓𝑗,𝑖,𝑏,𝑣
𝑖𝜖𝑉 

− ∑ 𝑓𝑖,𝑗,𝑏,𝑣
𝑖𝜖𝑉 

= 𝑞𝑏,𝑗  ,        𝑗 ∈  𝑉 \{𝑑𝑒𝑝𝑜𝑡, 𝑏𝑢𝑓𝑓𝑒𝑟},   𝑏 ∈ 𝐵       (44) 

𝑚𝑎𝑥{𝑑𝑒𝑝𝑜𝑡, 𝑞𝑖 , −𝑞𝑗}𝑥𝑖𝑗  ≤ 𝑓
𝑖,𝑗,𝑏,𝑣

≤ 𝑚𝑖𝑛{𝑄, 𝑄 + 𝑞𝑖 , 𝑄 − 𝑞𝑗}𝑥𝑖𝑗  ,        (𝑖, 𝑗) ∈ 𝐴,   𝑖, 𝑗 ≠ 𝑏𝑢𝑓𝑓𝑒𝑟,   𝑏 ∈ 𝐵        (45) 

∑ ∑  𝑥𝑖,𝑗,𝑣  ≤ 
𝑗𝜖𝑉𝑖𝜖𝑉 

|𝑆| − 1, 𝑆 ⊆ 𝑉 \{𝑑𝑒𝑝𝑜𝑡},   𝑆 ≠  ø,   v ∈ M     (46) 

∑  𝑓𝑖,𝑗,𝑏,𝑣
b 𝜖 𝐵 

≤ Qv,       (𝑖, 𝑗) ∈ 𝐴,   v ∈ M       (47) 

∑  𝑥𝑖,𝑗,𝑣
𝑖𝜖𝑉,𝑣∈𝑀 

= 1  ,        𝑗 ∈  𝑆𝑇𝑂𝑃𝑆        (48) 

∑  𝑥𝑖,𝑗,𝑣
𝑖𝜖𝑉,𝑣∈𝑀 

= 0  ,        𝑗 ∈  𝑍𝐸𝑅𝑂        (49) 

∑  𝑥𝑖,𝑗,v
𝑖𝜖𝑉 

= ∑  𝑥𝑗,𝑘,v
𝑘𝜖𝑉 

  ,        𝑗 ∈  𝑉,   v ∈ M        (50) 

∑  𝑥𝑖,𝑗,v
𝑖,𝑗𝜖𝑉 

× (
𝐶𝑖,𝑗

𝑣𝑒𝑙
+ 𝑠𝑡𝑜𝑝_𝑡𝑖𝑚𝑒) ≤ 𝑠ℎ𝑖𝑓t  ,     v ∈ M        

(51) 

∑  𝑥𝑖,𝑗,𝑣
𝑖,𝑗𝜖𝑉 

× 𝐶𝑖,𝑗 ≤ 𝐴𝑈𝑇(𝑣)  ,        𝑣 ∈  𝑀       (52) 

∑  𝑓𝑏𝑢𝑓𝑓𝑒𝑟,𝑗,𝑏,𝑚
𝑗𝜖𝑉,𝑣∈ 𝑀 

− ∑  𝑓𝑖,𝑏𝑢𝑓𝑓𝑒𝑟,𝑏,𝑚
𝑖𝜖𝑉,𝑣∈ 𝑀 

≤ 𝑞𝑏,𝑏𝑢𝑓𝑓𝑒𝑟 ,   𝑏 ∈ 𝐵      (53) 

𝑚𝑎𝑥{𝑑𝑒𝑝𝑜𝑡, −𝑞𝑏,𝑗}𝑥𝑏𝑢𝑓𝑓𝑒𝑟,𝑗,𝑣  ≤ 𝑓𝑏𝑢𝑓𝑓𝑒𝑟,𝑗,𝑏,𝑣 ≤ 𝑚𝑖𝑛{𝑄𝑣, 𝑄𝑣 − 𝑞𝑏,𝑗}𝑥𝑏𝑢𝑓𝑓𝑒𝑟,𝑗,𝑣  ,              

𝑗 ∈ 𝑉\{𝑏𝑢𝑓𝑓𝑒𝑟},   𝑏 ∈ 𝐵,   𝑣 ∈  𝑀       

(54) 

𝑚𝑎𝑥{𝑑𝑒𝑝𝑜𝑡, 𝑞𝑏,𝑖}𝑥𝑖,𝑏𝑢𝑓𝑓𝑒𝑟,𝑣  ≤ 𝑓𝑖,𝑏𝑢𝑓𝑓𝑒𝑟,𝑏,𝑣 ≤ 𝑚𝑖𝑛{𝑄𝑣, 𝑄𝑣 + 𝑞𝑏,𝑖}𝑥𝑖,𝑏𝑢𝑓𝑓𝑒𝑟,𝑣  ,     

𝑖 ∈ 𝑉\{𝑏𝑢𝑓𝑓𝑒𝑟},   𝑏 ∈ 𝐵,   𝑣 ∈  𝑀  

(55) 

∑  𝑓𝑏𝑢𝑓𝑓𝑒𝑟,𝑗,𝑣
𝑣𝜖𝑀 

≤ 𝐼𝑁𝑉𝑏𝑢𝑓𝑓𝑒𝑟, 𝑗 ∈ 𝑉     (56) 

∑  𝑓𝑖,𝑏𝑢𝑓𝑓𝑒𝑟,𝑣
𝑣𝜖𝑀 

≤ 𝑆𝐶𝐴𝑃𝑏𝑢𝑓𝑓𝑒𝑟 − 𝐼𝑁𝑉𝑏𝑢𝑓𝑓𝑒𝑟, 𝑖 ∈ 𝑉     (57) 
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6. Results and Discussion 

In this chapter, the results of the GIRA case study are examined after selecting some appropriate 

acceleration procedures. All experiments were carried out on a computer equipped with Windows 10, 

an Intel(R) Core(TM) i7-3630 QM CPU @ 2.40 GHz, and a 8.00GB of RAM. 

6.1 Selected instances and preliminary results  

In order to test the model on the GIRA bike sharing system, the “cleanest” of all static rebalancing data 

instances were selected from amongst the ones regarding the months of January and February of 2019.  

As explained in section 4.3, many avoidable actions, which the model is not prepared to consider, were 

performed. In a static BRP, emergency actions would seldom occur, since the system is not open for the 

users. However, the night shift starts at 11 PM, before system closure at 2 AM. Even though usage is 

low (see Figure 28 in section 4.2), the system is not static, strictly speaking. The possibility of exclusively 

considering actions performed during system inactivity has been discarded due to the low number of 

rebalancing actions performed during that period, which would not pose a challenge fit to this BRP 

solver. Therefore, only the nights with a negligible number of unpredictable actions have been selected.  

Also, despite considering actions that do not involve the relocation of bikes, the true purpose behind 

solving the BRP is rebalancing the network. If routes with a high percentage of inspection actions were 

considered, solving these would be more similar to a Travelling Salesman Problem, which is not the 

topic addressed in this work and, for a network of such size, would again not be challenging for the 

solver. A high percentage of rebalancing actions was thus another requirement for the selected routes. 

Another imposed requirement for the instances selected was the coherence with the net flow of 

departures and arrivals shown in Figure 27. It is understood that typical rebalancing patterns should aim 

for the countering of the “downhill” effect and the preparation of key unbalanced stations for the morning 

period, such as Campo Grande (481), Entre-Campos (446) and 417, 419 or 420, in the Saldanha area.  

Even though it is an uncommon occurrence amongst the data received, preference has been given to 

the cases where not more than one station’s demand exceeded the maximum vehicle capacity available 

at the time. This way, all stations but one could be fully served within a single visit, as imposed by the 

original model, and the buffer vertex would be attributed to the station with the highest demand, allowing 

an unlimited number of arrival and departure arcs.  

Accounting for such considerations, instances have been selected and are now presented in Table 3. 

The respective number of stations, repositioned bikes, zero-demand vertexes are detailed in the referred 

table, as well as the assigned buffer vertex and the capacities of the vehicles available in the early hours 

of the specified days. As a performance reference, the distances travelled by the operating vehicles 

during the considered shifts have also been estimated and included in Table 3. Finally, the best solutions 

obtained by the model under the amount of time considered acceptable (1800 seconds), as well as its 

percentual difference to the best solution found for each instance and the computational time required, 

are presented. 
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Table 3: Case study instances selected, relevant data and preliminary results. 

  Selected instances 

  10/01 11/01 04/02 18/02 24/02 

Number of stations 31 22 34 28 28 

Nr. of repositioned bikes 102 80 41 56 90 

Nr. of 0_demand station 2 0 10 8 4 

Buffer vertex 417 462 484 446 225 

Available Vehicles’ Cap. {12,15} {12,15} {12,15} {5,11,12,15} {12,15} 

Initial cost (km) 153,1 59,9 97,9 164,9 130,2 

Optimal result (km) 51,3 41,8 40,3 40,2 68 

 Best result (km) 42,5 41,8 17,7 38,4 58,4 

1800 s Difference (%) 17,15 0,00 56,18 4 14,12 

 Time (s) 1800 57,3 1800 1800 1800 

 Iterations 1 3 1 1 1 

Out of the results presented in Table 3, only one has been solved under the desired time stretch. 

Besides, the remaining instances’ solutions appear to be significantly far from the best possible solution 

– namely the result for the 4th of February – indicating that several iterations had still to be performed 

until the final solution was reached.  

The calculation of inter-vertex distances has been conducted with the help of a cost matrix supplied by 

EMEL, the municipal entity in charge of the Lisbon BSS, containing the estimated shortest distances 

between stations, for a cyclist. Given the respective GPS coordinates, the distance from the depot to 

each station has been calculated using Vincenty’s method [71], assumed symmetric and multiplied by 

Schuijbroek et al.’s [44] detour factor: 1.4. Vincenty’s method has been chosen over Euclidean distances 

to account for the Earth’s curvature, and over “great-circle” distances, which assume the curved surface 

is a sphere [72], because of its superior effectiveness at approximating it.  

A small part of the actions that have taken place in the night shift of the considered days may have been 

performed by teams ending the respective shifts, entering an additional station-depot dislocation, which, 

depending on the station, may be quite costly. Aiming towards a fairer comparison, these actions have 

been left out of the analysis.  

A direct comparison between the routes performed then and the ones proposed now is, however, unfair. 

Firstly, because the cost matrix that is being used in the present case does not account for traffic 

directions, which have certainly constrained the original routing decisions. Besides, although emergency 

actions do not show up in the instances tested, the operator had no possible way of knowing they would 

not and might have preferred routes passing through the most user-requested areas to minimize the 

probability of a big detour – reminding the importance of an appropriate predictive maintenance policy 

in avoiding unexpected calls for corrective maintenance. Also, unforeseen system usage after the 

beginning of the shift, traffic congestion or other uncommon variations the model does not account for 

what might have altered the initially planned routes.  
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6.2 Acceleration procedures 

Reportedly, Siemens intelligence solves a rebalancing problem in under 30 minutes, while also 

accounting for demand prediction. Details on the techniques (e.g. metaheuristics) used to solve it were 

not provided, so no direct comparison regarding the computational time could be performed 

Nevertheless, the present solver still cannot aspire to compete with such software, the 30-minute mark 

was set as an appropriate computational time limit.  

Looking at Table 3, one concludes that most instances are not solvable under such time stretch. A set 

of procedures was then introduced as a way of lowering the program’s running time. 

6.2.1 General procedures 

It has been noticed how the model firstly presents a number of solutions that contain subtours before 

eventually reaching optimality. A strategy towards lowering total running time might pass by reducing 

the number of possible subtours, which hopefully lowers the number of iterations necessary until a final 

feasible solution is found. Such ideas motivated the introduction of the sets of constraints that follow, 

already suggested by Dell’Amico et al. [17]. 

Constraints (58) eliminate subtours that contain a single vertex: 

∑  𝑥𝑖,𝑖,𝑣  
𝑣𝜖𝑀 

= 0,    𝑖 ∈  𝑉  (58) 

Constraints (59) have the same effect on subtours within two vertexes: 

∑  𝑥𝑖,𝑗,𝑣  + 𝑥𝑗,𝑖 𝑣 
𝑣𝜖𝑀 

≤ 1,    𝑖, 𝑗 ∈  𝑉 \{𝑑𝑒𝑝𝑜𝑡, 𝑏𝑢𝑓𝑓𝑒𝑟} (59) 

Pferschy and Staněk [65] also experimented with the addition of SECs to sets of subtours of size 3 and 

small length, but such approach turned out unfruitful. It is thus not followed in the present work.  

In the presented formulation, subtours may arise from a vehicle with no arc leaving or entering the depot, 

which is unrealistic. Constraints (60) are added to prevent this situation. 

𝑥𝑖,𝑗,𝑣  ≤ ∑  𝑥𝑑𝑒𝑝𝑜𝑡,𝑘,𝑣  
𝑘𝜖𝑉\{𝑑𝑒𝑝𝑜𝑡} 

,    𝑖, 𝑗 ∈  𝑉,   𝑣 ∈  𝑀  (60) 

Constraints (59), (58) and (60) represent no loss of generality, but its introduction in the model 

corresponds to a significant increase in the total number of constraints. Their effectiveness on the results 

is expressed in Figure 54, presented after the next section. 

Recalling the explanation of separation procedure S3 (section 3.3.1), it has been mentioned that Guére 

et al.’s subtour elimination procedure [36] eliminates a single subtour per iteration. Trying to take 

advantage of the subtours found, an option where the procedure has been modified to eliminate all 

subtours of the found solution is also tested.  
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6.2.2 Particularizations 

The introduction of subtour elimination constraints is limited by the exponentially large number of sets 

that exist. However, if one previously knows of an existing set, a SEC regarding it may be introduced in 

the program. Observing the GIRA map in Figure 25, it is noticeable how the network is divided into four 

different areas. If all areas have at least one vertex in need of rebalancing, then (61) may be applied to 

each area A. Let set 𝐴 ̅be defined as �̅� =  𝑉\{𝐴 ∪ {𝑑𝑒𝑝𝑜𝑡}}, for every A. Then, (61) comes as: 

∑  𝑥𝑗,𝑘,𝑣   
𝑗𝜖�̅�,𝑘𝜖𝐴,𝑣𝜖𝑀

≥ 1 (61) 

These constraints impose that at least an arc outside A enters this set of arcs. Paired with the fact that 

each regular node can only withstand one arrival arc, this forces at least one arc to leave A, thus 

preventing a subtour containing all vertexes inside it.  

Since lower bounds represent the minimum distance required to be travelled, these constraints can also 

contribute to bound tightening, as imposing connectivity between each area forces a “minimum length” 

for the solution route. The influence of constraints (61) on bound tightening is then likely to grow if areas 

distanced further apart are chosen.  

Even though they are equivalent to the SECs (3), used until now and recalled below, these would not 

be as effective in this case, as the zero-demand formulation allows for some nodes inside each S not to 

be visited by any arc, immediately satisfying (3).  

∑ ∑  𝑥𝑖𝑗  ≤ 
𝑗𝜖𝑉𝑖𝜖𝑉 

|𝑆| − 1,    𝑆 ⊆ 𝑉 \{𝑑𝑒𝑝𝑜𝑡}, 𝑆 ≠  ∅    (3) 

Determining other sets of nodes upon which constraints (61) could be introduced is not a complex task. 

A straightforward analysis of the statistical appearances of each set of arcs associated with subtours 

would provide useful information for accelerating lower bounds and preventing subtour formation 

through SEC introduction in key sets of arcs. Pferschy and Staněk’s [65] “cluster” search for quality 

subtours identified isolated sets of nodes and established them as a sub-network to be ran by the model 

in search for its subtours.  

On the other hand, it would be a definitive particularization of the model, which is not the aim of this 

work. Such endeavor was therefore not pursued and constraints (61) have been limited to the areas 

originally designated by the BSS designers and its different possible conjunctions. Still, finding other key 

subtours would certainly contribute significantly to raise lower bounds and improve the model’s 

performance. It is an advised practice for those who seek the best practical results in this or other 

networks.  

It was immediately evident that the model finds most of the solutions at the beginning of its execution, 

before locally stagnating at a best solution. On the other hand, because lower bounds are computed 

slowly for big network instances (recall sections 2.1.3 and 3.4), reduction of the optimality gap proceeds 
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at a rate too low for optimally solving the problem under 30 minutes. Figure 53 recalls a typical evolution 

of the upper and lower bounds when solving these problems. 

 

Figure 53: Typical lower and upper bound evolution for the tested instances. 

Evidently, after the first sets of best solutions are found, small reductions in the objective function 

become very time consuming. Besides, even if an optimal solution is found under acceptable time, there 

is no guarantee that a subtour is not present, restarting the process with a new iteration. 

A compromise between total running time and best objective function value must be found.  

Xpress-MP allows accepting the best solution found after an established time limit per iteration has 

elapsed. Arguably the fittest for a real-life operator in need of a feasible route within a given time window, 

this method, however, does not guarantee the final solution is relatively good. Furthermore, once again, 

subtours might impose the need for at least another iteration. Establishing a maximum running time 

might make sense for formulations that do not pose the threat of finding solutions that include subtours, 

but that is not the present case and this approach is hence disregarded. 

Solving until a solution is within an accepted optimality gap tolerance presents itself a more suitable 

compromise because there is an upper limit on the error involved.  

Recalling, from Chapter 2, the definition of 𝑜𝑝𝑡𝑖𝑚𝑎𝑙𝑖𝑡𝑦 𝑔𝑎𝑝: 

𝑂𝑝𝑡𝑖𝑚𝑎𝑙𝑖𝑡𝑦 𝑔𝑎𝑝 (%) =
𝑏𝑒𝑠𝑡 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 𝑓𝑜𝑢𝑛𝑑 − 𝑢𝑝𝑝𝑒𝑟 𝑏𝑜𝑢𝑛𝑑

𝑏𝑒𝑠𝑡 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 𝑓𝑜𝑢𝑛𝑑
× 100 

(1) 

At a given instant, 𝑜𝑝𝑡𝑖𝑚𝑎𝑙𝑖𝑡𝑦 𝑔𝑎𝑝 is the percentual difference between the 𝑏𝑒𝑠𝑡 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 𝑓𝑜𝑢𝑛𝑑 until 

that instant and the 𝑙𝑜𝑤er 𝑏𝑜𝑢𝑛𝑑, i.e., the minimum value objective function may take, at such time. In 

Figure 53, 𝑏𝑒𝑠𝑡 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 𝑓𝑜𝑢𝑛𝑑 corresponds to the red line and 𝑙𝑜𝑤er 𝑏𝑜𝑢𝑛𝑑 to the yellow one. The 

former is established by the best integer solutions found (the green-squared points) and the latter by the 

linear relaxations at each root node of the Branch-and-Bound tree. Notice how, because this is a 
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minimization problem, Xpress-MP inverts these concepts in relation to those introduced in Chapter 2 for 

the maximization case.  

Introducing a tolerance on the optimality gap not only conducts to a faster conclusion of each iteration 

but also serves to update the lower bound between iterations, whose low evolution rate conditions the 

speed at which the optimality gap develops.  

It is known that, after a subtour is found in a first solution, a cut is introduced specifically on that set of 

nodes. As a result, the iterations that follow cannot produce a better optimal solution than the one that 

would have been found if the first iteration had been solved to optimality. Consequently, if the first 

solution is within an established tolerance for the first iteration, it is also at least as good as any solution 

that would satisfy the tolerance gap for the iterations that follow.  

It is then safe to introduce constraint (62) at the end of each iteration:  

𝑍 ≥ 𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 𝑓𝑜𝑢𝑛𝑑 𝑎𝑡 𝑡ℎ𝑒 𝑙𝑎𝑠𝑡 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛 × (1 − 𝑡𝑜𝑙𝑒𝑟𝑎𝑛𝑐𝑒) (62) 

By tightening bounds, these constraints save computational effort that would have been spent raising 

the lower bound.  

Since, as section 5.3 showed, computational time tends to increase with the number of vehicles used 

(in the context of the new formulation), the effect of limiting the considered vehicles to the ones available 

has also been tested. 

6.3 Performance evaluation 

The present section displays and analyses the results obtained after implementing the abovementioned 

procedures. The maximum computational time allowed was extended to 3600 s, in order to better 

understand the influence of each. Several individual tests were conducted on each date’s data and the 

results are graphically represented in Figure 54. Tolerance was set at 5% for the applicable tests. 

This figure presents, for each procedure considered and specified on the horizontal axis, the respective  

result’s percentual difference to the optimal solution, the number of iterations performed until it was 

reached– both quantified within the left vertical axis – and the necessary computational time (up to 3600 

s). A colour code is used to tell the rebalancing data instances referent to each different date apart. 

After analysing the figure, several conclusions arise. 

It is evident that instances are not equally influenced. Nonetheless, procedures aiming at reducing the 

number of possible subtours have proved the most effective, with special relevance to (58), (59) and, 

above all, (61). This last procedure is dependent on the network at cause, meaning that calculations 

need only be performed once for instances on the same BSS, and is the most powerful one encountered, 

almost eliminating the difference to the optimal solution in all instances but one.  
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Figure 54: Performance of each instance when solved under the influence of the described procedures. 

When all procedures but “Tolerance”, which defines the acceptable optimality gap and (62), are present, 

the best results are found: only the most intractable instance, the 4th of February, did not reach its optimal 

result. Moreover, the 24th of February failed to annul the optimality gap within one hour of computational 

time. It can be observed that both instances ran a single iteration during this time, indicating a slow lower 

bound evolution, similar to the one represented in Figure 53. In these cases, introducing an optimality 

gap tolerance is useful to reduce the necessary time for each iteration – notice how instances ran with 

“Tolerance” tend to present a higher number of iterations – and hopefully prevent the model from running 

indefinitely. 

Tolerance, however, is not beneficial to all instances. The results express that this procedure is useful 

only in the cases described above. When models are computed fast, optimality gaps are already low, 

and introducing tolerance makes a relatively bad solution acceptable, immediately stopping a cost-

effective search for a better one. Curiously, the 11th January takes the longest time to compute and the 

highest number of iterations when this procedure is involved, which indicates that this particular instance 

has several solutions with subtours within a 5% optimality gap. In cases like this, relaxing the exigence 

on problem solutions actually increases the total running time. 

On the other hand, 5% of tolerance is not enough to terminate a solution search for the case of the 4 th 

of February. This is not a surprising result. In the literature, problems of such size frequently encounter 

such differences between the best result found and the optimal solution. Even though Bulhões et al.’s 

work [62] allow every station to be visited a limited amount of times and the present formulation allows 

a single station to be visited as many times as needed, the study’s differences to the optimal solution 

are used as a comparative example. These frequently (13 out of 60 possible cases) get above the 10% 

mark on randomly generated instances of size 30, with 2 to 3 vehicles available and 2 to 3 station visits 

allowed. Also, Dell’Amico et al.’s real instances have been tested by this formulation and only 5 out of 

the 19 instances (with size 20 to 50) that have not been solved to optimality within one hour of CPU time 

presented better difference values.  
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Having determined the generally best set of procedures (all but “Tolerance”), Table 3 is redone in the 

form of Table 4.  

Table 4: Case study instances selected, relevant data and final results. 

  Selected instances 

  10/01 11/01 04/02 18/02 24/02 

Number of stations 31 22 34 28 28 

Nr. of repositioned bikes 102 80 41 56 90 

Nr. of 0_demand stations 2 0 10 8 4 

Buffer vertex 417 462 484 446 225 

Available Vehicles Cap. {12,15} {12,15} {12,15} {5,11,12,15} {12,15} 

Initial cost (km) 153,1 59,9 97,9 164,9 130,2 

Optimal result (km) 51,3 41,8 40,3 40,2 68 

 Best result (km) 51,3 41,8 41 40,2 68 

 Difference (%) 0,00 0,00 1,66 0,00 0,00 

1800 s Time (s) 175,2 15,8 1800 262,1 1800 

 Iterations 1 2 1 1 1 

 Nr. of vehicles 1 1 1 1 1 

 Buffer visits 2 1 1 2 2 

Difference of best result to 
initial cost (%) 66,5 30,3 58,1 75,6 47,8 

February 4th is now the only instance whose optimal solution has not been found under the acceptable 

time window, and its intractability has no evident cause. While it is the one with more stops, it is also the 

one rebalancing the least amount of bikes and the one with more “inspection” stops, that do not interfere 

with capacity restrictions.  

Solutions that improve the respective initial route plan have been found for every instance, while making 

use of no more than one vehicle. Besides, three of the five solutions found have benefitted from the 

introduction of a buffer vertex. The instances that presented the greatest savings are traced in Figure 

55. Bear in mind that these drawings do not comprehend the actual distances considered by the 

program, which are affected by road infrastructures, but the Euclidean distances. This detail may result 

in some arc overlapping that is actually inexistent in the respective final solutions and vice-versa. 

The number of stations visited appears not to fluctuate enough to pose a decisive factor on the model’s 

performance. An increase in total number of repositioned bikes, however, apparently causes routes to 

become more intricate, sometimes even introducing arc overlaps. Such behaviour is not surprising, as 

capacity restrictions tend to be more relevant for problems with more repositioned bikes, pushing the 

final solution further and further away from the one that would solve the Travelling Salesman Problem 

(recall that the CVRP is a generalization of the TSP, both coinciding when vehicle capacity is great 

enough). In fact, the solution routes traced for the January 10th and February 24th instances may hardly 

be perceived as a “shortest possible path”, but are indeed the shortest path to satisfy all capacity 

restrictions imposed by the number of repositioned bikes. Unsurprisingly, these solutions have made 

use of the respective buffer vertexes.           
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Figure 55: Routes performed by the operator (light green) and those calculated by the model (dark green). 

February 18th is the instance with better results, when compared to the original route. The new, 

suggested route is simpler and shorter – presenting an evident sub-route originated in the 446 buffer 

vertex –  even though it is possible that each of the 4 vehicles teams or vehicles had specifications that 

have not been considered in the present model, forcing its presence in the original route. Nonetheless, 

it has been shown that a single vehicle is capable of performing all the accounted actions in an overall 

shorter route, proving the claim of the model as a future decision-support tool. 
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7. Conclusions and Future Research 

This final chapter provides the conclusions of the research, identifies some limitations and points out 

further enhancement directions for the research conducted. 

7.1 Conclusions 

Building up from a previous formulation this work has proved that it is possible to improve nightly routes 

of rebalancing vehicles operating at the Lisbon bike sharing system under a practical amount of time. 

This work has confirmed Dell’Amico et al.’s [17] conclusion that the presented formulation F3 generally    

outperforms the remaining. However, filtering through the results showed a tendency where its 

superiority fades in the face of big instances with high demands. The second-best formulation, F2, 

shows no such tendency and is more adaptable to the changes that a case study analysis indicated as 

necessary, and the formulation was then selected as the base of this work. Parallelly, a real BSS has 

been analyzed to better understand user behavior and system imbalance patterns, and  ultimately 

identify potential improvement aspects in F2. The formulation was then generalized to include inspection 

stops and different types of bikes and vehicles. It now comprehends technical aspects that bring the 

results a step closer to being useful in real decisions. The possibility of preemption at one node, named 

the “buffer vertex”, has also been introduced and, in some instances, reduced the effect of vehicle 

capacity restrictions in the total route length. This fact alone indicates the usefulness of intermediate 

vehicle (un)loading stops in the system. An attempt to integrate a time index in the decision variables 

has been unsuccessful, though. As others [11, 44] have previously concluded, it leads to impractical 

solving times if not introduced along powerful heuristics.  

Still, some simple acceleration heuristics have been tested out. The ones that proved to be the most 

powerful were those that raised the lower bound by preventing subtours, namely dividing the network 

into groups of stations and imposing the respective connectivity. A priori eliminating subtours of size 1 

and 2 has also been relevant, a procedure that Dell’Amico et al. [17] already mention. 

Finally, the final model has run five case study instances that have been elected amongst the available 

data, since an excessive number of corrective maintenance actions and intense inspection days result 

in inappropriate instances for a SBRP. The solution routes found under the established time-stretch of 

half an hour posed a shorter length than that taken by the operator’s vehicles on the respective dates. 

In fact, significant route length savings are proposed, ranging between 30% and 75%. Nonetheless, one 

of the instances has not actually reached the respective best possible solution, while another one was 

stopped at a 1,66% difference to it. 

Hopefully, the actual implementation of this model as a route-tracing tool will not only result in significant 

cost reduction but also in greater rebalancing efficiency, which may lead to more balanced networks and 

an increased perception of usefulness of bike sharing systems as a transport choice by the respective 

communities.  
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7.2 Limitations 

Despite having found acceptable solutions to medium-sized instances in under half an hour of 

computation, it should be noted that the model presented in this work is not yet fit to compete with the 

fastest ones available for bike sharing systems with a large number of vertexes. The efforts presented 

here intended to build a base branch-and-cut MILP model with sufficient heuristics to find solutions under 

reasonable time stretches which, hopefully, a posterior work will enhance with the introduction of more 

powerful algorithms and heuristics tailored to each network, much like the works of Hernández-Pérez 

and Salazar-González [49-51]. As more instances put the model to test, there will eventually be another 

case like the presented February 4th, whose optimal solution was not found under the desired time and 

the best feasible solution found until then had to be accepted. 

7.3 Future work 

As expressed previously, it is the author’s hope that this work becomes the base of coming model 

enhancements, eventually reaching a competitive stage. Dell’Amico et al.’s [17] procedures that have 

not been implemented in this work can be a starting point, as well as Novellani’s PhD thesis work that 

followed [73]. If a merely practical model is sought, abdicating of model generality and looking in the 

given network for key subtours to eliminate would almost certainly go a long way in improving the overall 

performance.  

In order to truly become helpful in BSS decision-taking moments, the model must be improved to further 

comprehend crew, equipment and task limitations. Also, long-term scheduling might be included to 

extend the planning horizon to more than a night.  Such planning is only possible with an effective 

demand estimation. It is a work upstream of the present one, with the potential to bring up or down the 

rebalancing impact of the planned routes. Furthermore, corrective maintenance actions must be 

minimized so that erratic actions do not eradicate the benefits of route planning.  

Since the fastest path between two points in urban environment is dependent of instantaneous traffic 

intensity, route planning may also be brought to another level by comprehending live arc distances. Live 

demand data is, too, an important feature of a decision-aiding tool for a BSS operator. On the other 

hand, for a given cost matrix and demand vector, the results obtained for the present version show that 

it may be sufficient to calculate routes with a half-hour anticipation.  

Conceptually, the model can follow the lead of Schuijbroek et al.’s formulation [44], defining an 

acceptable demand interval for each station, instead of exact inventory targets. The same work has also 

made use of clusters in order to virtually reduce solving times and accounted individual bike loading and 

unloading duration times as a way of further constraining solutions. On the other hand, approaches 

focusing on the users, such as the economic incentive of user-operator cooperation in the rebalancing 

actions ([13, 74], for example) or user dissatisfaction minimization models (Raviv et al. [11] link it to 

station inventory levels and incorporate a related term in the objective function), can also be studied and 

integrated within the present one. 
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9. Appendix 

A1 – Analysis of the GIRA case study 

  

Figure 56: Total amount of departures from each station for the period of January and February 2019. 
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Figure 57: Total amount of arrivals to each station for the period of January and February 2019. 

 

 

 

 

 

 

 

 


